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Coordination is a fundamental aspect of life. The advent of social media has made it integral also to online human interactions,
such as those that characterize thriving online communities and social movements. At the same time, coordination is also core to
effective disinformation, manipulation, and hate campaigns. This survey collects, categorizes, and critically discusses the body of
work produced as a result of the growing interest on coordinated online behavior. We reconcile industry and academic definitions,
propose a comprehensive framework to study coordinated online behavior, and review and critically discuss the existing detection and
characterization methods. Our analysis identifies open challenges and promising directions of research, serving as a guide for scholars,
practitioners, and policymakers in understanding and addressing the complexities inherent to online coordination. We also provide an

interactive companion website for exploring the surveyed literature.

CCS Concepts: » Information systems — Social networking sites; « Computing methodologies — Machine learning; Network

science; - Human-centered computing — Collaborative and social computing theory, concepts and paradigms.

Additional Key Words and Phrases: coordinated behavior, coordination, synchronization, online social networks, network science

1 Introduction

Coordination, the process in which multiple connected actors are involved to pursue goals [76], is a fundamental aspect
in the existence of various life forms, including human beings. From flocks of birds engaging in synchronized flight to
insects working together in colonies, coordination enhances efficiency, safety, and resource utilization [75]. The ability
to coordinate actions boosts the chances to overcome environmental challenges, fostering not only individual survival
but also the resilience and success of entire communities. For these reasons, human coordination has been extensively
scrutinized in multiple scientific disciplines interested in the dynamics of our offline interactions [115, 129].

With the advent of social media platforms, coordination has also become a fundamental component of online interac-
tions. Social media users are now provided with a broad array of tools to coordinate with each other, such as hashtags
that enable them to collectively discuss specific topics [125]. Online platforms have become a suitable environment for
organizing social and political movements, giving rise to phenomena such as online activism [92, 98], boycotts [66],
protests [71, 122], and coordinated crisis communication by democratic institutions during emergencies [146]. The 2011

Arab Springs are a notable example, being largely organized through social media [122]. At the same time however,
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scholars found evidence of online coordination being exploited by nefarious actors for all sorts of malicious purposes.
For instance, disinformation campaigns often leverage actors that coordinate their actions to maximize the outreach of
their false narratives [57, 121, 133]. Similarly, coordination is employed within information operations [17, 97, 133],
coordinated social media manipulation [84, 126], and astroturfing, which involves creating the false appearance of
grassroots support for a target cause, product, or person [57]. Also, social bots (automated accounts [91]) and trolls
(human-driven accounts engaging in collective disruptive or deceptive behavior [148]) exploit coordination to amplify
messages, manipulate trends, or spread disinformation [67, 80, 148]. Coordination both results from and contributes
to echo chambers and online polarization [134]. Figure 1 illustrates its multifaceted nature, underlying diverse and
interconnected phenomena in online social media.

Recognizing the profound impact of online coordination on social media as well as its consequences on the offline
world, both researchers [98, 100, 133, 141] and industry stakeholders [33] devoted a great deal of efforts to study its
dynamics and to develop effective strategies to detect and mitigate its malicious instances. Research sped up significantly
after 2018, when Facebook introduced the concept of coordinated inauthentic behavior (CIB) [33], marking a milestone
in the development of the field. As shown in Figure 2, subsequent years saw a surge of interest on the subject, testified
by the steadily growing number of published papers, with only a minor fluctuation in 2023. This survey is motivated by
this thriving interest on online coordination, which resulted in the availability of a large body of work. However, while
Facebook’s interest towards online coordination was constrained to inauthentic behaviors as a response to the threat of
orchestrated campaigns [33], here we embrace a more holistic and unbiased view by focusing on the broader concept of
coordinated behavior. This inclusive approach allows for the analysis of a broader spectrum of works, including those
focused on legitimate collective actions, offering a more comprehensive understanding of the coordination dynamics
that shape digital spaces and fostering nuanced perspectives that go beyond mere threat detection. In spite of the many
efforts, the existing literature still reflects the complexities and ambiguities surrounding this phenomenon. Among them
is the limited agreement on a shared definition, which also hinders operationalization. Complexity also emerges from the
diversity of methods proposed for detecting and characterizing coordinated online behavior, which impairs comparisons
between different works and limits the generalizability of findings. Finally, the use of the same coordination technique
by actors with disparate motivations poses challenges to estimating the impact and effects of online coordination.

This survey offers an extensive overview and critical analysis on coordinated behavior, starting from reconciling
existing definitions from industry and academia, and proposing a general and comprehensive conceptual framework.
We systematically analyze and categorize existing approaches for detecting and characterizing online coordination,
elucidating open challenges and delineating promising directions for future research. Our work provides a roadmap for
scholars, practitioners, and policymakers navigating the evolving complexities of coordinated online behavior.
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Fig. 3. Interactive companion website, available at https://www.lorenzomannocci.it/coordinated-behavior/, to facilitate the exploration
of the reviewed literature.

1.1 Interactive companion website

In addition to this survey, we developed an interactive companion website!, to facilitate the exploration of the reviewed
literature. The website complements the static survey by allowing readers to search and filter papers, navigate the
proposed taxonomy, and interactively explore the comparison tables and other resources presented throughout this work.
By providing an accessible and structured interface to the surveyed literature, it supports researchers and practitioners
in efficiently navigating this rapidly evolving research area. Figure 3 shows a screenshot of the homepage of the website.

Significance. Comprehensively modeling coordinated online behavior has far-reaching implications. On a theoretical
level, it reconciles diverse definitions and provides a foundational framework for future research. On a technical level,
it critically evaluates and categorizes existing detection and characterization methods, informing the development
of the next generation of robust and adaptive tools for studying both malicious and neutral instances of coordinated
behavior. By shedding light on online coordination—a fundamental dynamic of computer-mediated human behavior—
this survey contributes to safeguarding online integrity and to fostering positive interactions in digital spaces. It offers
valuable insights for shaping future methodologies, platforms, and policies, and it also contributes to enriching the

interdisciplinary research occurring at the intersection between computer science and social dynamics.

Scope. Coordinated online behavior is orthogonal to many of the research topics tackled in fields such as Web and
social media analysis, online social networks security, as well as social computing and computational social science, as
shown in Figure 1. Therefore, a large number of works from these scientific communities implicitly or explicitly deal
with online coordination. While coordinated behavior can manifest across a wide range of online environments (e.g.,
e-commerce platforms, review systems, or online marketplaces), this survey focuses primarily on online social media
platforms, where coordination has been most extensively studied and where interactions are more readily observable at
!https://www.lorenzomannocci.it/coordinated-behavior/
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scale. Accordingly, this survey is constrained to those papers that address online coordination explicitly within this

context and that provide relevant contributions to its detection, characterization, or understanding.

1.2 Literature search and selection.

A systematic literature search was conducted to identify studies addressing coordinated behavior on social media
platforms using two databases: Scopus and Google Scholar. The Scopus query targeted papers containing the following

search strings:

(“coordinated behavior” OR “coordinated behaviour” OR “coordinated activity” OR “coordinated campaign” OR “coor-
dinated inauthentic behavior” OR “coordinated inauthentic behaviour” OR “inauthentic behavior” OR “inauthentic
behaviour” OR “information operation*”) AND (“social media” OR online OR twitter OR facebook OR instagram OR
reddit OR telegram OR tiktok OR youtube)

The search was restricted to publications between 2014 and 2026, written in English, and within relevant subject
areas (Computer Science, Social Sciences, Decision Sciences, Engineering, and Multidisciplinary). This query returned
353 records. To broaden coverage, a complementary search was performed on Google Scholar using similar search
strings, collecting the first 1000 results returned by the platform. This choice aims to maximize coverage while reducing
potential bias introduced by the platform’s ranking mechanism. After merging the two sources, 147 duplicate records
were removed, leaving 1206 records for screening. Titles and abstracts were manually reviewed, leading to the exclusion
of 4 non-English papers and 1118 records that were out of scope (e.g., biological coordination, general sociological
coordination, or studies on bot detection or information operations not explicitly addressing coordinated behavior).
Most of these discarded records derived from the search on Google Scholar, likely due to the choice of selecting the
first 1000 results to maximize the coverage. After the screening phase, 83 papers were retained. A backward reference
search of these studies identified an additional 42 relevant papers, resulting in a final corpus of 125 papers included in

this survey. The full selection workflow is illustrated in the PRISMA diagram in Figure 4.

1.3 Subject area distribution.

To analyze the disciplinary distribution of the collected studies, each paper was assigned a subject area based on

the official classification associated with the publication outlet. For journal articles, the subject area was determined
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using the Scimago Journal Rank classification system?. For conference papers, the classification provided by the CORE
conference ranking portal was used>. For preprints available on arXiv, the category assigned by arXiv itself was adopted.
The resulting distribution of papers across subject areas is shown in Figure 5.

Organization. This survey is structured as follows. Section 2 presents the theoretical foundations of coordinated
online behavior, proposing a new general definition and laying out a comprehensive conceptual framework. Section 3
bridges the theoretical and methodological parts by defining the detection and characterization tasks. Section 4 discusses
the existing literature on the detection task, while Section 5 focuses on the characterization task. Section 6 summarizes

the main outstanding challenges and suggests promising directions of research. Finally, Section 7 concludes the survey.

2 Conceptual framework

The study of online coordination has its roots in the earlier studies of offline coordination. Recently, this study was
advanced both by commercial platforms and academia, with a large array of different proposals. This section examines
previously proposed definitions of coordination and discusses their advantages and limitations. Based on the results of

this analysis, we then propose a general definition and a comprehensive conceptual framework.

2.1 Offline coordination

Coordination has already been extensively studied well before the emergence of social media across disciplines such
as computer science, organization theory, management science, economics, and psychology [76, 115, 129]. Although
the meaning of coordination is intuitive, researchers suggested many definitions to frame the concept. A concise and
precise definition was given in [74]:

Definition 2.1. Coordination (1988): The additional information processing performed when multiple, connected actors pursue

goals that a single actor pursuing the same goals would not perform [74].

Definition 2.1 denotes coordination as the organizational overhead that multiple actors incur into when pursuing goals
together. We note that this and similar definitions [8, 9, 73, 76] implicitly leverage the fundamental components of

coordination, which we explicitly define as follows:
Definition 2.2. Coordination components: A set of two or more actors who perform activities in order to achieve goals.

Definition 2.2 introduces the fundamental components of coordination: actors, activities, and goals. Being coordination
a nuanced concept, the theoretical modeling of these components can have major implications on downstream analyses
and results. For example, in the case of communities or groups of users, each user in the group can be treated as a
standalone actor, or alternatively the entire group may be considered as a single actor. Similar choices must be made
when modeling the activities that allow actors to coordinate. Each actor typically performs multiple activities during
any given time frame, and each of these activities might contribute differently to the overall coordination. Therefore,
the choice of activities to model during an analysis directly impacts the resulting observed coordination [75]. Finally,
the analyst is often interested in knowing the goal that the actors pursue when performing the activities. However, the
actors may not all have the same goal, or even have any explicit goal at all [74]. These reflections on the components of
coordination surface some of the challenges that early scholars faced since the 80s when studying offline coordination.
Interestingly, many of these challenges carry over to the study of online coordination, informing the development of a
new comprehensive definition and conceptual framework.
https://www.scimagojr.com
3https://portal.core.edu.au/conf-ranks/
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2.2 Concepts and definitions by online platforms

Beginning around 2016, mounting societal pressure impelled major social media platforms to confront pervasive
challenges such as the organized dissemination of mis- and disinformation [138]. In consequence of this pressure,
each platform adopted disclosure practices to communicate their results at exposing orchestrated deceptive activities
perpetrated by organized actors. Given the importance of coordination for the success of large-scale disinformation
campaigns [98, 101], within these public disclosure initiatives each platform addressed some instances of malicious
online coordination. This section explores the concepts and definitions introduced by major social media platforms that

are related to online coordination, discussing both their merits and limitations.

2.2.1 Meta (Facebook, Instagram, Threads). After the public disclosure that the Internet Research Agency (IRA) had
strategically exploited the platform to influence the 2016 US presidential election [114, 141, 150], Facebook began
publishing reports detailing how their services were abused and the actions taken in response. In unveiling further
actions against the IRA, in July 2018 Facebook introduced the concept of coordinated inauthentic behavior (CIB) [33].
A few months later, they supplied it with a first definition, and in October 2019 with a second one. These definitions,
originally introduced by Facebook, also applied to Instagram due to their shared ownership. Then they have been

extended across Meta’s platforms, including Facebook, Instagram, and Threads.

Definition 2.3. Coordinated inauthentic behavior (2018): Groups of pages or people working together to mislead others on
who they are or what they are doing [33].

Definition 2.4. Coordinated inauthentic behavior (2019): The use of multiple Facebook or Instagram assets (accounts, pages,
groups, or events), working in concert to engage in inauthentic behavior, i.e., to mislead people or Facebook, where the use of fake

accounts is central to the operation [35].

Definition 2.3 underscores the collaborative nature of disinformation campaigns [121], emphasizing the objective
of misleading others about the purported identity of the involved actors. To this end, it introduces the concept of
inauthenticity of the actors, which is ever since often used in conjunction with the notion of coordination. Definition 2.4
explicitly articulates the concept of inauthenticity and elucidates that the act of deceiving others involves the extensive
use of fake accounts [34]. A widespread critique of these initial definitions is that they exclusively address CIB,
overlooking other types of malicious and possibly harmful coordination, let alone the neutral or benign ones [18, 42, 47,

98]. In September 2021, Facebook provided additional definitions focusing on harmfulness rather than inauthenticity.

Definition 2.5. Coordinated social harm (2021): Networks of primarily authentic users who organize to systematically violate

policies to cause harm on or off the platform [37].

Definition 2.6. Coordinated mass harassment (2021): Coordinated efforts of mass harassment that target individuals at
heightened risk of offline harm [36].

Definitions 2.5 and 2.6 adopt the concept of harmfulness in place of inauthenticity, thereby broadening the scope to also
encompass authentic yet coordinated actors. These, in fact, hold the potential to cause negative consequences both on

and off the platforms, as underscored in Definition 2.5.

2.2.2  Twitter/X. In October 2018, the platform released a public archive containing data about identified information
operations (I0s). Although not explicitly stated in Twitter’s definition at the time, a certain degree of coordination is
necessary for the success of an IO [17, 133]. However, it was not until January 2021 that Twitter adopted a similar
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approach to Facebook and released a definition that explicitly addresses instances where coordination is leveraged to

cause harm both online and offline.

Definition 2.7. Information operation (2018): People directly involved in manipulation that can be reliably attributed to a

government or state-linked actor [130].

Definition 2.8. Coordinated harmful activity (2021): Groups, movements, or campaigns that are engaged in coordinated

activity resulting in harm on and off of Twitter [131].

2.2.3  YouTube/Google. In its reports, primarily concerning abuses that occurred on YouTube, Google makes reference
to coordinated influence operations (CIO) [44]. Even though Google did not provide a definition for CIOs, they nonetheless

highlighted the importance of coordination in these online manipulations.

2.24 Reddit. In contrast to other platforms, Reddit embraced the broad concept of content manipulation to characterize
the campaigns that violate its rules [106]. The platform shared only a small number of such campaigns, leaving it
unclear whether these represent the entirety of the identified cases, or only a selection of them. Despite the absence of
an explicit reference to coordination, large-scale content manipulations gain advantage from coordinated activities,

similarly to what we discussed earlier about IOs.

Definition 2.9. Content manipulation (2022): Things like spam, community interference, vote manipulation, and other attempts

to artificially promote content [106].

2.2.5 Tiktok. In 2023, TikTok revisited Facebook’s definition of CIB, explicitly linking coordination with inauthenticity.
In doing so, it emphasizes coordinated activity aimed at misleading users or influencing public discourse. Among the
cited examples, TikTok highlights coordination in the context of information operations, such as accounts covertly

promoting political candidates or issues, or posting content on behalf of foreign entities without proper disclosure.

Definition 2.10. Covert Influence Operations (2023): Coordinated, inauthentic behaviors where networks of accounts work
together to mislead people or our systems and try to strategically influence public discussion. This may include attempting to

undermine the results of an election, influencing parts of an armed conflict, or shaping public discussion of social issues. [127].

2.2.6 Ambiguities and limitations. This brief survey of the main concepts and definitions proposed by social media
shows that online platforms are at the forefront in the analysis of coordinated online behavior. However, their con-
ceptualizations are driven primarily by pressing practical regulation needs and by immediate contingencies, rather
than by methodological rigor and theoretical soundness [33]. Faced with specific instances of malicious coordination,
online platforms adopt different and at times contrasting definitions, adding confusion and ambiguity to the already
challenging task of defining an inherently nuanced and complex phenomenon [87].

The current tangled landscape of platform definitions means that certain coordinated efforts may be categorized
as such by some platforms but not by others, contingent upon the concepts they adhere to. What may be identified
as coordinated behavior on one platform could be overlooked or dismissed on another, leading to inconsistencies in
detection and mitigation. As a notable example, in June 2020 many teenagers organized on TikTok to reserve tickets for
a Donald Trump rally to be held in Tulsa, OK (US). By mass-reserving and later cancelling their participation, they
prevented others from making reservations and artificially inflated expected attendance numbers, ultimately causing an
embarrassing number of empty seats at the rally [28]. Facebook’s head of security commented that, while tactical and
sophisticated, they would have not acted upon this campaign as an instance of CIB (as per Definition 2.4), since it did

not make use of fake accounts nor aimed to mislead Facebook users [28]. A similar case is the Chinese Spamouflage
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Table 1. Examples of operational definitions used in recent academic literature. No definition is general enough to comprehensively
describe coordinated online behavior. However, each definition grasps one or more relevant properties (highlighted in bold) that we
leverage in our framework.

reference definition

Nizzoli et al. [98] Unexpected, suspicious, or exceptional similarity between a number of users

Cinelli et al. [18] The number of times two accounts behaved similarly, such as when they repeatedly retweet the same post
Giglietto et al. [42] The act of making people and/or things be involved in an organized cooperation

Magelinski and Carley [70] Many instances of a tweet-behavior, i.e. tweeted hashtag [...] within a small predetermined time window
Weber and Neumann [140] Anomalous levels of coincidental behavior

Magelinski et al. [71] Users [that] take the same actions within minutes of one another

Zhang et al. [150] Accounts that co-appear, or are synchronized in time

Pacheco et al. [101] [Users exhibiting a] surprising lack of independence

Hristakieva et al. [48] Coordination between users implies a shared intent

Keller et al. [57] A group of people who want to convey specific information to an audience

campaign, a cross-platform propaganda effort against the Hong Kong pro-democracy movement.* Various platforms
reported takedowns of Spamouflage instances, with Google and Twitter labeling it as CIO and IO (as per Definition 2.7),
respectively. However, Reddit interpreted Spamouflage differently, recognizing its low-quality and one-sided content,
but refraining from considering these activities as rule violations.?

Evidently, platforms address instances of coordinated online behavior disparately, and the criteria to establish the
legitimacy of user behaviors lack objectivity. These discrepancies underscore the need for a unified understanding
and standardized approach to defining and addressing online coordination, one that transcends platform-specific

idiosyncrasies and fosters a more cohesive response to this challenge.

2.3 Concepts and definitions in academic literature

As shown in Figure 2, scientific interest in coordinated online behavior has drastically risen in the last few years.
However, akin to social media platforms, scholars have generally refrained from proposing theoretically-grounded and
general definitions. The majority of the existing studies adopt Facebook’s Definition 2.3 of CIB [83]. Instead, those who
propose their own conceptualization mainly provide operational definitions useful for the development of coordination
detection methods [71, 98, 101]. Table 1 reports some examples of operational definitions proposed recently. As shown,
no definition is comprehensive and general enough to adequately describe the multifaceted phenomenon of coordinated
online behavior. The existing conceptualizations of the phenomenon appear to be influenced by the specific technique
employed for its detection. Consequently, the criteria used to define coordination vary, encompassing aspects ranging
from similar behavior [18, 70, 71, 98, 101, 140] to synchronicity [70, 71, 150] and common intent [48, 57]. As practical
examples of the above, some definitions and the resulting detection methods revolve around the anomalous use of
hashtags or URLs by multiple users [42, 71], or repeated screen name swapping [101].

More fundamentally, the field still lacks a formal and statistically grounded definition of coordination, including
well-defined null models against which coordinated behavior can be rigorously assessed. As a consequence, many
approaches rely on platform- and task-specific heuristics, which complicates cross-domain comparisons, reproducibility,
and the estimation of effect sizes. This limitation echoes challenges observed in related areas such as bot detection,
where simplistic data collection and labeling practices have been shown to hinder generalization even across datasets
from the same platform. While no single definition fully captures the complexity of coordinated online behavior, existing
works collectively highlight key properties of the phenomenon. These properties can serve as building blocks toward a

more general and theoretically grounded definition of coordination.

4https://graphika.com/reports/spamouflage-breakout (accessed: 28/07/2026)
Shttps://www.reddit.com/r/redditsecurity/comments/dp9nbg/reddit_security_report_october_30_2019/ (accessed: 28/07/2026)
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2.4 General definition and fundamental components of coordinated online behavior

We propose a new general definition of coordinated online behavior that overcomes the ambiguities and limitations of
the existing definitions. The new definition leverages the components of offline coordination introduced in Section 2.1
and is informed by the various operational definitions proposed by social media platforms and by the academic literature,

respectively discussed in Sections 2.2 and 2.3.

Definition 2.11. Coordinated online behavior: A group of users who perform synergic actions in pursuit of an intent.

actors actions intent
Definition 2.11 delineates coordinated online behavior based on three fundamental components—actors, actions, and
intent—that are similar to the components of offline coordination outlined in Definition 2.2. Definition 2.11 and its three
fundamental components enable the comprehensive mapping of all instances of online coordination, as discussed in the

following.

2.4.1 Actors. Actors refer to the individuals or entities that are engaged in coordinated behavior. The attributes of
the actors contribute to characterizing instances of coordination. For example, the way in which the actors represent
themselves to those not involved in the coordinated behavior determines whether the coordination is authentic or
otherwise. All instances of online coordination where the actors misrepresent themselves, as in the case of social
bots [45, 48, 98, 101] and state-backed trolls [89], are cases of inauthentic coordination. Conversely, coordination among
actors who accurately self-portray is deemed authentic [45]. In addition, the relationships between the actors determine
whether the coordination is spontaneous, grassroots, or emergent (i.e., bottom-up) [98] or whether it is structured and

well-organized (i.e., top-down) [133]. Finally, the number of the involved actors determines the scale of the coordination.

2.4.2  Actions. Actions represent the practical means that allow actors to coordinate. In coordinated behavior the
actions are synergic, in that they are mutually reinforcing and potentially capable of producing a larger effect than
that obtainable by individual actions alone. While actors and intent can be misrepresented or concealed, actions
are typically visible and non-falsifiable. In other words, the actions with which the actors coordinate represent the
digital breadcrumbs of the coordination. For this reason, the actions are the component based on which the majority
of coordination detection methods are developed. Furthermore, the types and attributes of the actions also provide
information towards characterizing instances of coordination. For example, the timing and synchronization of the
actions among actors indicates the degree of planning and organization involved [71, 150]. The consistency of the
actions and the actions performed in response to external events are further characteristics of coordinated behaviors.

Finally, the types of actions and their content provides insights into the intent and goals of the actors [18].

2.4.3 Intent. The intent is the objective that the actors pursue when they coordinate. When studying coordinated
online behavior, the intent of the actors is typically unknown, if not deliberately concealed. For example, actors involved
in malicious or harmful coordination conceal their intent to avoid being stopped in their endeavor [48]. However,
also actors involved in neutral or benign forms of coordination might not openly state their goals and intent. For this
reason, the observer often tries to infer the intent based on the visible actions performed by the actors. Furthermore,
intent can be either shared and explicit among the actors, or implicit. For instance, the perpetrators of a disinformation
campaign share the explicit goal of disseminating certain pieces of false information [57]. Conversely, fans of a sports
team or public character may spontaneously engage in coordinated actions to support their idol, without having agreed

on a specific objective or course of action [98]. The previous examples highlight that the characteristics of the intent
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are related to the degree of organization of the actors. Importantly, the intent also contributes to determining the
harmfulness of the coordinated behavior. However, while there are cases in which it is relatively straightforward to
categorize a coordinated behavior as harmful or otherwise—think for example of coordinated hate attacks [81] or
state-backed disinformation campaigns [17]—there also exist situations where the harmfulness of the intent is inherently
subjective. Coordinated efforts to promote a controversial political ideology may be perceived as harmful by some,
while others may view them as legitimate expressions of free speech [100]. Similarly, coordinated campaigns to boycott
a company or criticize a public figure may be seen as harmful by those targeted, but supporters may genuinely view

them as justified forms of activism [95].

2.5 Defining dimensions of coordinated online behavior

As discussed in the preceding sections, coordinated online behavior constitutes a complex and multifaceted phenomenon
whose instances are contingent upon the actions and intent of the involved actors. Here we leverage our discussion
about the fundamental components of online coordination to introduce four defining dimensions of this phenomenon:

authenticity, harmfulness, orchestration, and time-variance.

2.5.1 Authenticity. Authenticity refers to the degree of genuineness and transparency that the actors exhibit in their
actions and overall online presence. Coordinated authentic behavior is executed by genuine actors and typically emerges
organically within a community of users who share common interests or beliefs. Examples of authentic coordination
are activists, social movements, and mutual support groups, which are driven by motivations such as a desire for
social or political change or the cultivation of a sense of community and belonging [98, 122]. While authentic forms of
coordination are also harmless in the majority of cases, as in the previous examples, there also exist less frequent cases
of authentic yet harmful behaviors. For instance, certain coordinated hate groups openly encourage racist, xenophobic,
or supremacist ideologies [93, 95, 141]. Conversely, coordinated inauthentic behavior entails the use of fake accounts,
such as social bots, trolls, and fake personas [22, 112]. These are typically employed for purposes such as spreading
disinformation, sowing confusion, or eroding trust in democratic institutions. As such, inauthentic coordination is
often characterized by its deceptive nature and aim to manipulate unaware users [121]. Nonetheless, there exist cases
of inauthentic yet harmless coordination. For example, online participants in the Arab Spring movements concealed
their identities to avoid government surveillance and potential reprisals [122]. While their coordinated efforts were
inauthentic in terms of individual identity disclosure, they remained largely harmless in intent, aiming to promote
democratic ideals, social justice, and human rights. These examples highlight the difference between authenticity and

harmfulness, which represent two orthogonal dimensions of coordinated online behavior.

2.5.2  Harmfulness. Harmfulness refers to the negative impact, consequences, or outcomes—both online and offline—
resulting from the coordinated actions of the actors. As discussed in Section 2.4.3, harmfulness depends both on the
shared intent and actions of the actors engaged in coordination, and on the viewpoint of the observer, constituting a
much more conceptually intricate dimension of online coordination than authenticity. However, in spite of the inherent
subjectivity, there exist many clear cut cases of harmful and harmless coordination. For example, coordinated actors
involved in the spread of disinformation, hate speech, and online harassment, represent straightforward cases of harmful
coordination [17, 97]. In contrast, users who coordinate to collect and share information and other resources, such as in

the aftermath of mass emergencies, represent cases of harmless coordination [71, 98, 100].
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2.5.3  Orchestration. Orchestration represents the degree of planning and organization between the coordinated actors.
This dimension is closely linked to the intent of the actors, in that highly orchestrated campaigns typically imply
shared intent and goals between the participants. The orchestration of a coordinated campaign can be centralized or
distributed. In centralized orchestration, a single actor or entity exercises control and coordination over the actions
of all other actors involved in the coordinated behavior. This centralized authority dictates the timing, content, and
strategy of the coordinated actions, allowing for tight coordination and synchronization. An example of strong and
centralized orchestration is the coordinated behavior exhibited by social botnets, where large groups of automated
accounts quasi-simultaneously perform predefined actions depending on the command of a botmaster entity [80]. In
decentralized orchestration, coordination and control are distributed among multiple actors within a network, without
a single central authority dictating the actions of all participants. Actors may self-organize, collaborate, or communicate
autonomously, often guided by shared goals, interests, or ideologies. For instance, in January 2021, retail investors
coordinated on Reddit to target short-selling activity by hedge funds on GameStop shares, causing a surge in the share
price and triggering significant losses for the funds involved [66]. Instead, non-orchestrated coordinated behavior
occurs when the actions of multiple actors spontaneously converge around a given topic, narrative, or activity. Certain
viral social media trends are an example of non-orchestrated coordination emerging from the widespread adoption of a

particular hashtag or activity that occurs organically as many users observe and emulate others’ behavior [122].

2.5.4 Time-variance. Time-variance refers to the temporal characteristics and the dynamic nature of coordinated online
behavior. It grasps possible changes in the types, timing, frequency, and intensity of the actions, which in turn may
reflect changes in the intent of the actors, as well as adaptations or responses to external stimuli. Examples of largely
static coordinated behavior are the activities of some spammers and bots, who repeatedly perform the same actions
adhering to a fixed pattern without much adaptation or variation [22, 100]. Conversely, many information operations
are dynamic and time-varying, presenting different characteristics at different points in time. Among the changing
characteristics are the types of actors involved in the coordination (e.g., whether automated or human-operated) or
the topics of discussion [121, 133]. Time-variance also strongly depends on the duration of the coordinated behavior
itself. Actors involved in certain state-sponsored disinformation campaigns operate on online platforms for extended
periods, spanning years or even decades [133]. Over such lengthy time frames, the actors adapt their tactics, narratives,
and targets in response to shifts in intent, changes in technology and platforms, or advancements in countermeasures.
This extended duration implies a relatively gradual and nuanced evolution of the coordinated behavior. Conversely,
other forms of online coordination rely on expendable or disposable accounts created for short-lived and fast-paced
activities [11]. These actors are employed for specific tasks and then discarded or deactivated once their purpose is

fulfilled or they are detected. As a result, these ephemeral instances of coordination are rapid, intense, and short-lived.

2.6 Taxonomy and final remarks

Our conceptual framework of coordinated online behavior encompasses the three fundamental components presented
in Section 2.4 and the four defining dimensions discussed in Section 2.5, providing a general and flexible scheme for

studying, categorizing, and comprehensively mapping the multiple instances of online coordination.

2.6.1 Taxonomy. Figure 6 demonstrates the generality of the conceptual framework by presenting a taxonomy of
coordinated online behavior based on the dimensions of authenticity and harmfulness. This analysis takes inspiration
from the well-known conceptual framework of information disorder that categorizes instances of mis-, mal-, and

disinformation based on the falseness and harmfulness of the information [138].
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As shown in Figure 6, the dimensions of authenticity and harm-
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Fig. 6. Taxonomy of coordinated online behavior ob-
tained by considering the dimensions of harmfulness
and authenticity of our conceptual framework. The ~communication by democratic institutions during emergencies [146],

framework conveniently allows the mapping of dis- grassroots social movements, fandoms, and other activists represent
parate instances of online coordination.

extremists [81, 93, 95]. Conversely, the activity of coordinated crisis

instances of harmless and authentic coordination [122]. Finally, harm-
less yet inauthentic behaviors lay outside of the partially overlapping sets, and are exemplified by hacktivists, dissidents,
and other anonymous protesters [122]. Alternative taxonomies can be obtained by leveraging the dimensions of

orchestration and time-variance, which would highlight additional phenomena to those shown in Figure 6.

2.6.2 Final remarks. The previous instantiation of our conceptual framework in a taxonomy based on the dimensions of
harmfulness and authenticity concludes the theoretical part of the survey. The following section bridges the theoretical
and methodological parts by presenting the problem definition. Subsequently, we systematically review the proposed
methodologies for detecting and characterizing coordinated online behavior, showing how these tasks stem from the

conceptual modeling of the phenomenon presented in this section.

3 Problem Definition

The problem of identifying and investigating different types of coordinated online behavior involves defining two
functions f(-) and g(-) that respectively implement the tasks of coordinated behavior detection and characterization, as
outlined in Figure 7. Given a set of users and their actions on one or more online platforms, f(-) identifies possible
coordinated groups of users. Instead, g(+) extracts additional information for each detected group, thus contributing to
determining the nature, intent, and the overall characteristics of the involved actors (e.g., whether they are inauthentic,
harmful, etc.). The detection and characterization tasks are related to the Definition 2.11 of coordinated online behavior
and its components in that the function f(-) implementing the detection task does so via the analysis of user actions,
while the function g(-) implementing the characterization task provides information about the actors and their intent.
third component, i.e., actors and intent, respectively. A comprehensive overview of the entire process is depicted in
Figure 7. The input is represented by the set of users U to analyze and their activities H. The detection task differentiates
coordinated users from non-coordinated ones. Depending on the detection method, the distinction between the two
can be expressed as binary labels assigned to the users, as two or more sets (e.g., clusters) of either coordinated or
non-coordinated users, or as two or more coordinated or non-coordinated communities (i.e., nodes and edges) from
a network. These are subsequently scrutinized during the characterization task, which computes a set of indicators
for each coordinated user, set, or community. The indicators are selected so as to provide information about the
characteristics of the coordinated actors and their behavior. For example, computing bot scores is a common method to

estimate the inauthenticity of coordinated users.
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Fig. 7. The analytical process of studying coordinated online behavior, involving the detection and characterization tasks. The input to
the overall process is a set of users U and their activities H on one or more platforms. The output of the detection task is either a set of
binary labels B, clusters C, or network communities G that differentiate coordinated and non-coordinated users. The characterization
task receives these in input and outputs a set of indicators M.

3.1 Detection of coordinated online behavior

3.1.1 Input. Let I = (U,H) be the problem input, where U = {uy,...,un} denotes the set of users and H =
[H™",...,H“N] represents an ordered vector of activities performed by those users. We define the activity of a user u;
as HY = [h’;j,..
by the quadruple h = (type, target, content, timestamp) which describes the type of action executed by a user on a

. h;j ] representing the vector of chronologically ordered actions performed by ;. An action is defined

specific target or content, at a given timestamp. Users can execute actions of different type such as posting, resharing,
befriending, and more. A target is another user of the platform who is affected by the action. For example, in the case
of a retweet action on the platform Twitter/X, the target is the author of the retweeted tweet. For some actions the
target is undefined, as in the case of the posting action. The content of an action is a post (e.g., a tweet, comment,
submission, and more, depending on the platform). Posts contain one or more elements of content, such as text, image,
URL, mention, hashtag, and more. In case the content contains multiple elements, the corresponding action is called
compound action [71]. Similarly to the target, also the content can be undefined depending on the type of action, as
in the case of a befriending or following action. To wrap up, the type of action and its timestamp are always defined,

while one of content and target might be optional, depending on the type of action.

3.1.2  Methods and output. As presented in Section 4, most of the existing literature on coordinated behavior detection
analyzes both the set of users and their actions. Some studies only leverage the content of the actions, without
considering their type [23, 81, 136]. Furthermore, certain works do not take into consideration the timings of the
actions [15, 16, 18, 81], while some others only consider the timings [11]. The task of detecting coordinated online

behavior is modelled by the function f(U, H), which can provide three different outputs depending on the adopted

This is the preprint version of the article published in ACM Computing Surveys. Please cite the published version:
ACM Computing Surveys, 58(16), Article 401 (2026).
https://doi.org/10.1145/3839225


https://doi.org/10.1145/3839225

14 Mannocci et al.

method, corresponding to different levels of detail and information on the coordinated users:
P={Py,....P;... P}, P;=(V,E;),V; CU communities
fU,H) ={C={Cy,....,C;,...Cx}, CCU clusters 1)
B ={Bc,B.}, B.UB, =U binary labels

In the most general case, the output of f(-) is a set P of communities of coordinated users. Coordinated communities P;
are sub-networks where the nodes are users from U, and the edges—with their weights—encode the level of coordination
among the users. Communities are typically outputted by those methods that adopt an internal network representation,
which is then analyzed with community detection algorithms. Coordinated communities are an information rich
representation, given that the presence and weight of links between the coordinated users facilitates subsequent
analyses, such as those needed for the characterization task. Another possible output consists of a set of clusters
of users. The clusters C; are produced by methods that adopt tabular representations of the users, which are then
analyzed with clustering algorithms. These methods typically ignore the relationships between the users but are able to
identify multiple groups of coordinated users. Finally, the least informative output is given by those methods based
on classification algorithms. These methods assign binary labels, partitioning the initial set of users U in two labeled
groups of coordinated (B.) and non-coordinated (B,) users. These labelled groups do not provide information about

neither the relationships between the users nor the existence of multiple coordinated groups of users in U.

3.2 Characterization of coordinated online behavior

3.2.1 Input. The characterization task is modelled by the function g(Y,H) = M whose inputs are the groups of
coordinated users resulting from the detection task f(U,H) =Y € {P,C, B}, defined in Eq. (1), with their activities H.

3.22 Methods and output. As discussed in Section 5, the characterization task aims at computing a set of quantitative
indicators M to measure distinctive properties of the detected coordinated behaviors in terms of the defining dimensions
that we presented in Section 2.5: authenticity, harmfulness, orchestration, and time-variance. The indicators that can
be used in the characterization task partly depend on the methods and outputs of the detection task. For example,
assortativity measures the extent to which nodes with a high degree in a network are connected to other nodes with
a high degree, and vice versa. This indicator was used to gain insights into the inner structure and organization of
certain coordinated communities [98]. However, assortativity can be computed only if the coordination detection
method outputs communities, rather than clusters or binary labels. On the contrary, other indicators can be computed
independently of the detection method, such as the aforementioned bot scores that are commonly used as an estimator
of the inauthenticity of the coordinated users [45, 48, 98, 101]. The utility of the characterization task is not limited to
shedding light on the nature of the detected coordinated behaviors nor to distinguishing between different instances
of the phenomenon. In fact, the output of characterization task can also be leveraged to validate the output of the

detection task, as in those frequent cases when a ground-truth of coordinated users is unavailable.

4 Detection of coordinated behavior

Coordination detection methods can be classified into two main categories depending on their underlying approach:
network science or machine learning. The following sections discuss the existing solutions in each category.
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Fig. 8. Main steps of the network science methods for the detection of coordinated online behavior. 1: The selected users become
nodes in a network. 2: User similarities are computed with a similarity function and assigned to the edge weights of the network. 3:
The network is filtered so as to retain only similarities with given properties. 4: Community discovery is performed to detect groups
of strongly coordinated users.

4.1 Network science methods

Network science coordination detection methods build a network of users or posts, where the links between the
nodes in the network represent the presence, and possibly also the extent [98], of coordination. In spite of the existing
differences, all methods in this category carry out the sequence of steps shown in Figure 8, namely: (i) user selection, (ii)
coordination network construction, (iii) network filtering, and (iv) community discovery. We now discuss the objective

and the implementation options available for each step.

4.1.1 User selection. This step selects an initial subset U’ C U of users according to some criteria that depend on the
purpose of the analysis. This initial selection is motivated by the observation that a small fraction of users accounts for
the majority of actions on a social network, especially those associated with harmful behaviors [98]. Selecting a subset
of users also has the positive consequence of reducing the computational cost of the subsequent steps, which can easily

become time- and computation-intensive for large networks.

Implementation. Multiple choices can be made to select a subset of relevant users. A common choice is to select
the most active users as they produce the largest share of actions and content. Most active users can be defined as
those who publish a large number of original posts (super-producers) [62, 70, 101], or as those having a large number of
re-shares (super-spreaders) [18, 27, 48, 64, 65, 88, 98, 124]. Other than activity, network centrality or influence, suspicious
behavior, location, and timings are used for user selection [68]. Furthermore, many other general criteria can also be
adopted, such as selecting all users who posted certain keywords, or all followers of a given user. Combining multiple

criteria allows for even more fine-grained user selections.

4.1.2  Coordination network construction. This step builds a coordination network between the users U’ C U previously
selected.® A coordination network is a type of network where links exist only between coordinated nodes. As per
Definition 2.11, coordination implies synergic actions between users. In network science methods, this concept is
operationalized with co-actions. A co-action represents two users performing the same action on the same target
or content. For instance, two users who comment, like, or re-share the same post are generating a co-action. As
shown in Figure 9, the two coordinated users need not be directly connected in the social or interaction network.
This characteristic makes coordination networks particularly suitable for surfacing coordination between seemingly
unrelated users, such as those involved in inauthentic or harmful behavior, so much so that some scholars specifically
refer to latent coordination networks [141]. In the most general case, a coordination network is a multiplex network
G(V,E,W, L). In order to build G, one must define the types of co-actions C, to consider (e.g., re-shares, mentions,

follows, etc.). When multiple co-actions are used, G is a multiplex network with L layers, where £ = {1,..., L} is the set

%A few works follow the general approach of network science methods, but build networks of content rather than users. These are discussed in Section 4.1.5.
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A: social network B: interaction network C: coordination network

N e

Fig. 9. Differences between social (A), interaction (B), and coordination (C) networks. Solid black edges represent actions on the
online platform, while dashed colored edges show how actions are translated into edges in the corresponding type of network.
Coordination networks are typically undirected and link users performing similar actions at around the same time. Differently to
social and interaction networks, coordination networks allow connecting users even if they never directly interact with one another.

of layers, each corresponding to a co-action i € C,. However, the majority of existing works leverage a single co-action.
In this case, the number of layers is L = 1 and G is a single layer network. Each layer in G is an undirected weighted
graph G'(V', E;, W), where V! C U’, E! and W' respectively denote the set of nodes, edges, and weights of layer i. We
highlight that V = U;c s Vi, E = Uje £ B, and W = ;e W'. Given a layer i, an edge e;.k is created if there exists a
co-action of type i between two users (u}, ux). The edge weight wj.k = sim;(u;, ux) is obtained via a similarity function

that computes pairwise user similarities in U’. Different similarity functions can be used for different co-actions.

Implementation. Building the coordination network G requires defining the types of co-actions and the corresponding
similarity functions. The vast majority of works in literature rely on a single co-action and the resulting networks
are single-layered. Table 2 reports the main implementation details for the works that built single layer coordination
networks. In table, when multiple co-actions are listed for the same author or work, this means that multiple single layer
networks were built, rather than a multiplex network resulting from the simultaneous analysis of multiple co-actions.
The few existing works that built multiplex coordination networks are instead described in Table 5.

As shown in Table 2, the most common type of co-action is co-sharing (e.g., the co-retweet action on Twitter/X) [7, 16—
18, 26, 27, 29, 30, 45, 48, 56, 59, 60, 63, 64, 68, 69, 79, 98, 101, 102, 111-113, 124, 125, 133, 139-141]. Other frequently used
co-actions are co-reply/co-comment [58, 69, 79, 103, 140, 141] and co-like [50], which occur when two users comment or
leave a reaction to the same post. The previous co-actions are based on the type of interaction between users and content
in an online platform. Other co-actions are instead based on the content of user posts. For example, co-post (e.g., co-tweet
on Twitter/X, co-parley on Parler, and co-message on WhatsApp) [12, 16, 20, 25, 30, 46, 55, 57, 65, 69, 102, 113, 133, 135,
136, 144], co-image [29, 97, 101, 147], and co-video [147] represent the publishing of posts with the same text, image, or
video by multiple users. More specific co-actions are also possible, such as co-text-image that occurs when multiple
users post images that contain the same text [117]. Similarly, co-mention [2, 69, 71, 79, 88, 90, 92, 93, 133, 140, 141],
co-URL [2, 13, 15, 20, 26, 29, 30, 39-42, 47, 68, 69, 69-71, 79, 85, 90, 92-95, 109, 118, 133, 140, 141, 143, 145], and co-
hashtag [2, 14, 26, 29, 30, 68, 69, 69-71, 79, 89, 90, 92, 93, 101, 133, 137, 140, 141, 143] represent two users publishing a post
with the same user mention, URL, or hashtag. Regarding the latter, the majority of works consider publishing a post with
a single common hashtag as a valid co-action [2, 30, 70, 71, 89, 92, 93, 133, 137, 140, 141]. However, others argued that
using the same set or sequence of hashtags represents a stronger and more reliable signal of coordination [14, 26, 68, 101].
More recently, on platforms such as TikTok, coordinated behaviors have also been studied through co-stitch [69] and
co-duet [69], which correspond to users jointly engaging with the same source content by embedding or responding to it
within their own videos, as well as through the sharing of videos that reuse the same [143] or similar audio tracks [143].
Additional forms of coordination include co-follow [153] and co-report [152], where users collectively follow or report
the same account. When a co-action is defined in such a way that multiple atomic actions are required for two users

to be considered as coordinated, that co-action is a compound action [71]. More generally, compound actions refer to
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Table 2. Network science methods for detecting coordinated behavior based on single layer user networks. For each group of works
we report the considered co-actions, similarity functions, filtering criteria, and community detection methods.

reference action similarity filters” community detection
[17] retweet cardinality threshold, ADJ modularity clustering
[45] retweet cardinality EDO Louvain
[59, 60] retweet cardinality threshold, ADO Louvain
[63] retweet cardinality backbone, AD] Louvain
[112] retweet cardinality EDO
[18, 27, 48, 64, 98, 124]  retweet cosine similarity TF-IDF backbone Louvain
[111, 125] retweet cosine similarity TF-IDF backbone, EDO Leiden
[139] retweet cardinality threshold, ADJ
[7] retweet cosine similarity kNN gra_ph, HDBSCAN
correlation
[16] retweet, tweet cardinality threshold, EDO Louvain, connected
components
[57] retweet, tweet cardinality threshold, EDO Louvain
[113] retweet, tweet cardinality threshold, EDO
[12] tweet cosine similarity threshold, EDO
[25] tweet cardinality ADO
[62] tweet cardinality threshold cohesive campaign
[100] tweet text similarity threshold, ADO
[96] parley cardinality threshold, kNN graph Leiden
[135] text cardinality backbone Louvain
threshold, kNN graph,
[144] tweet ADO
[55] message cardinality threhsold, ADO Louvain
[94] tweet, URL cardinality,cosine similarity ~ threshold, EDO Louvain
[95] tweet, parley, URL, username tEXt. mm}la{lty: cardinality, threshold, kNN graph Louvain
cosine similarity
[68] retweet, tweet, URL, hashtag cosine §1m11ar1ty TE-IDF, text threshold, ADO
similarity

[102] ::tt::j::t’ tweet, URL, hashtag, fast cosine similarity TF-IDF ADO (fast retweet) connected components
[140, 141] retweet, URL, hashtag, mention, reply cardinality ADJ focal structures
[133] retweet, tweet, URL, hashtag, mention cosine similarity TF-IDF ADJ Leiden
[101] retweet, hashtag, ¥mage, handle Jaccgrd ?oeﬂic1§nt, o threshold, EDO

change, synchronization cardinality, cosine similarity
[24] retweet, tweet, image, synchronization cosine similarity TF-IDF threshold Louvain

. . - Normalized Compression
[65] interaction, text, synchronization Distance kNN graph
[69] text, sytllchromzatlon, hashtag, URL, cosine similarity TF-IDF threshold connected components

duet, stitch, reply
[143] hash'tag, UI.{L’ video description, cardinality kNN graph connected components

music, audio
[19] URL cosine similarity TF-IDF threshold, EDO connected components
[85] URL cosine similarity TF-IDF threshold
[15] URL cardinality kNN graph Louvain
R)Z’ jl‘i,gé]ll, 42,47, 107y, cardinality threshold, ADO connected components
[145] URL cardinality
[2] URL, hashtag, mention unweighted EDO Leiden
[93] URL, hashtag, mention cardinality threshold, EDO Louvain
[20] URL, text cosine similarity TF-IDF threshold, ADJ
[40, 117] URL, text-image cardinality threshold, ADO connected components
[97] image cardinality threshold, kNN graph
[147] image, video cardinality threshold, ADO connected components
[14] hashtag cardinality threshold connected components
[89] hashtag cardinality threshold, backbone  Louvain
[137] hashtag cardinality
[50] like cardinality threshold
[58] comment cardinality threshold k-mear.ls, hierarchical

clustering

[103] comment cardinality threshold, ADO connected components
[88] mention cosine similarity TF-IDF threshold Louvain
[152] report cardinality threshold connected components
[153] follow cosine similarity Louvain

T AD]J: adjacent time window, EDO: evenly distributed overlapping time window, ADO: action-driven overlapping time window
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actions that involve the simultaneous occurrence or combination of multiple individual actions or sub-events. Therefore,
a co-action requiring the posting of the same set or sequence of hashtags is a compound action composed of multiple
homogeneous elements: (hashtag, hashtag, . . .). However, compound co-actions can also be defined with heterogeneous
elements, such as (hashtag, mention) or (URL, mention) [71]. When building coordination networks, the use of compound
actions increases the confidence of labelling a group of users as coordinated, since compound actions are less likely
to occur by chance. However, this approach risks neglecting simpler, milder, or looser forms of coordination. Lastly,
co-handle changes refer to multiple users using the same handle or username at different points in time [101]. After
selecting one or more co-actions to identify similar user behaviors, it is necessary to define the corresponding similarity
functions. A similarity function computes the weight w ;. of the edges connecting two coordinated users u; and u; based
on how similar their behaviors are according to the chosen co-action. Independently of the type of co-action, the majority
of works use similarity functions based on the cardinality of the co-action between the two users [13-17, 25, 30, 39—
42, 45-47, 51, 55, 57-60, 63, 69, 90, 92, 94-97, 103, 107, 109, 112, 113, 117, 118, 124, 135, 137, 139-141, 143, 145, 147, 152].
For example, when using co-hashtags, the similarity function may simply count the number of times the two users used
the same hashtags. Another widely adopted function is the cosine similarity between the two user vectors [4, 7, 12, 18-
20, 26, 26, 27, 29, 48, 64, 68, 69, 79, 85, 88, 94, 95, 98, 101, 102, 111, 125, 133, 153]. These can be binary vectors, frequency
vectors, or TF-IDF weighted vectors. The latter allows discounting the importance of popular or viral content, boosting
instead the relevance of unpopular items [4, 18-20, 26, 27, 29, 48, 64, 68, 69, 79, 85, 88, 98, 102, 125, 133]. Depending on
the choice of co-action, the previous similarity functions must be preceded by additional processing steps. For example,
the use of co-actions such as co-post, co-image, and co-video involve counting the number of times two users shared
the same content, which severely limits the possibility to detect certain coordinated behaviors. For this reason, some
scholars relaxed this requirement by also considering the posting of similar—as opposed to equal—content. This solution
requires defining additional similarity functions for texts, images, and videos. In literature, text similarity was computed
via correlation [62], cosine similarity of document embeddings [26, 30, 68, 94, 96], Ratcliff/Obershelp algorithm [100],
Jaccard similarity [46], or hashing [55]. All these works first computed similarities between the text of two users’ posts.
Then, they set a threshold to select highly similar texts. Finally, they computed user similarities based on the number of
similar texts [30, 46, 55, 94, 96], or as the average of the similarities between the highly similar texts [26, 68]. Analogously,
co-image involves a pre-processing step for representing the images with their embeddings [29, 97] or with RGB color
histograms [101]. Then, image similarity is computed via measures such as the Euclidean distance [29, 97]. Finally, a
similarity threshold is applied and user similarity is computed as the cardinality [97] or the Jaccard coefficient [101] of

the sets of similar images.

4.1.3  Network filtering. This optional, yet crucial, step allows to filter out nodes and edges from the coordination
network so as to only retain network structures that convey meaningful and reliable coordination. Independently of the
method used to the achieve this objective, performing network filtering also has the advantage of reducing the size of

the final coordination network, which speeds-up subsequent analyses.

Implementation. There are three main approaches for coordination network filtering: (i) fixed thresholds, (ii) statistical
validation, and (iii) the timings of the co-actions. Methods based on fixed similarity thresholds discard all edges in
the network whose weight w < wy,, and all the resulting disconnected nodes [12-14, 16, 17, 19, 20, 22, 29, 30, 39—
42, 47, 50, 55, 57-60, 68, 69, 79, 88-90, 92-94, 96, 97, 100, 101, 103, 113, 117, 136, 139, 144, 147, 152]. The threshold
wip 1s chosen in such a way to retain only strongly coordinated users, as they are implicitly considered to be more

relevant. Relevant nodes can also be identified via eigenvector centrality, by pruning those nodes that do not exceed
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Table 3. Types and characteristics of the time windows and the coordination networks used by network science methods.
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time window network
reference type size type layer(s)
[139-141] adjacent 15 min, 1 hour, 6 hour, 1 day user single
[133] adjacent 1 day, 1 week user single
[17, 20, 63] adjacent 1 week user single
[1] adjacent 1 hour, 1 day, content single
[45] evenly distributed overlapping 1 sec user single
[16] evenly distributed overlapping  from 1 sec to 250 sec content single
[57, 112, 113] evenly distributed overlapping 1 min user single
[93] evenly distributed overlapping ~ from 1 min to 30 min user single
[2] evenly distributed overlapping 5 min user single
[70, 94] evenly distributed overlapping 5 min user multiple (L=2)
[46, 71, 92] evenly distributed overlapping 5 min user multiple (L=3)
[101] evenly distributed overlapping 30 min user single
[19, 69] evenly distributed overlapping 1 day user single
[12] evenly distributed overlapping 2 day user single
[79] evenly distributed overlapping 6 hour, 1 week user multiple (L=5)
[125] evenly distributed overlapping 1 week user single
[60] action-driven overlapping from 1 sec to 1 hour user single
[25] action-driven overlapping from 1 sec to 11 day user single
[100, 102] action-driven overlapping 10 sec user single
[26, 68] action-driven overlapping 10 sec user single, multiple (L=4)
[39-42, 47,107, 117] action-driven overlapping from 10 sec to 1 min user single
[13] action-driven overlapping 25 sec user single
[55, 147] action-driven overlapping 1 min user single
[59] action-driven overlapping 2 min user single
[30] action-driven overlapping 1 min, 1 hour, 1 day user multiple (L=4)
[144] action-driven overlapping 1 hour user single
[136] action-driven overlapping 10 tweets content single

19

a certain threshold [26, 68, 85]. The similarity and centrality thresholds are typically selected arbitrarily, without a
strong underlying theoretical motivation [98]. Moreover, coordination networks resulting from the analysis of different
datasets, or from the use of different types of co-actions, inevitably result in different edge weight and node centrality
distributions. This variability makes the repeated use of “standard” thresholds unsuitable and mandates in-depth
case-by-case analyses.

To alleviate this burden some works leverage k-nearest neighbors graphs (k-NNG), where two users u; and uy are
connected only if u; is among the k-nearest neighbors of uy [7, 15, 65, 96, 97, 143, 144]. This filtering operation retains
only the k strongest neighborhoods in the coordination network, thus reducing the emphasis on the edge weight.
However, determining the best value for k is also challenging since k strongly depends on the characteristics of the
different networks and their layers. Other methods for identifying relevant network structures are those that retain
statistically-meaningful edges, independently of their weight. This approach, used by several recent works [18, 27, 48,
63, 64, 89, 98, 124, 125, 135], is not biased towards fixed arbitrary levels of similarity or coordination, but instead erases
network structures that convey limited information, allowing to focus on meaningful expressions of coordination.

Filtering methods based on the timings of the co-actions use a sequence of time windows of equal size Z = tend — tstart-
The filtering typically occurs when computing user similarities, by only retaining the co-actions that occur within the
same time window. In other words, this filter corresponds to adding a further constraint to the actions that determine
the coordination, in that such actions must be temporally close to one another. Table 3 displays the type and length of
the time windows used in literature, along with the type of coordination network built. As shown in Tables 3 and 4,
time windows can be either adjacent [1, 2, 17, 63, 133, 140, 141] or overlapping. Furthermore, overlapping time windows
can be evenly distributed in time [2, 12, 16, 19, 45, 46, 57, 69-71, 79, 92-94, 101, 112, 113, 125], or action-driven—that is,
positioned based on the timings of the actions [13, 25, 26, 30, 39, 39-42, 47, 55, 59, 60, 68, 100, 102, 107, 117, 136, 144, 147].
As shown in Table 4, in the latter case each time window starts when a relevant action occurs. In the former case instead,

the additional parameter step § < Z defines the temporal offset between two consecutive time windows. The amount
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Table 4. Time window types, their parameters, and their effect on valid co-actions. To the right, a sequence of actions occurs at times

ti,...,ts. The same sequence results in different valid co-actions, marked by the @ lock icon, depending on the time window type.
type parameters action sequence and valid co-actions
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of overlap O between two consecutive overlapping time windows is thus O = Z — §. Given a sequence of actions by
two or more users, the choice of time windows and their parameters influence the number of such actions that are
valid co-actions. These are indicated with the @ lock icon in the example shown in the rightmost column of Table 4.
Let d = t; — t; be the delay with which user u; performs an action at time t,, with respect to the same action that u
performed at time t;. Independently of the type of time window, actions whose d > Z are never considered as co-actions.
Then, actions with d < Z are always co-actions when using action-driven overlapping time windows. Conversely,
actions with d < O are always co-actions when using evenly distributed overlapping time windows, and can possibly
be co-actions when O < d < Z. Instead, with adjacent time windows, also actions that are close in time (i.e., d < Z) are
occasionally not considered valid co-actions, when they occur across the boundary between two windows, as in the
case of the actions occurred at #;3 and t, in the example of Table 4. Therefore, using overlapping rather than adjacent
time windows ensures that no actions close in time are missed. However, it increases the number of windows required
to cover the same time frame, leading to more computational demands. Another critical consideration is the length Z of
the time window. A larger Z includes more actions as co-actions, while a shorter one restricts valid co-actions to highly
synchronized events, while also increasing the number of windows and the resulting computations. The choice of Z
also depends on the goal of the analysis. Literature indicates that inauthentic or harmful coordinated behaviors are
highly synchronized and can often be detected with short windows [71, 101], whereas emergent human behaviors that
are typically less orchestrated and loosely synchronized, require longer windows to capture their relaxed temporal
dynamics [98].

A few works departed from the traditional time windows filters presented above. For example, [125, 140, 141] built
a distinct coordination network for each time window. Then, [140, 141] aggregated all networks, each correspond-
ing to a different adjacent time window, by computing the pairwise sums of the network weights. The summation
includes a temporal decay weighting scheme that emphasizes the contribution of recent time windows over older ones.
Instead, Tardelli et al. [125] built a multiplex temporal network where the layers are obtained from a sequence of evenly
distributed overlapping time windows. Differently from all other approaches, the multiplex temporal network is then
analyzed as a whole. A further innovation is introduced in [93], which solves an optimization task to select the best
window size Z in an overlapping time windows setting. Finally, we remark that the filtering methods discussed in this
section can be, and oftentimes are, used in combination for greater efficiency and to further reduce the network size

when analyzing very large datasets.
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Table 5. Network science methods for detecting coordinated behavior based on multiplex user networks, where each layer corresponds
to a different co-action. For each group of works we report the considered co-actions, similarity functions, filtering criteria, and the
optional flattening step applied before the community detection method.

reference  action similarity filters’ flattening community detection
[30] share, message, URL, hashtag  cardinality threshold, ADO Louvain, [IPVC#
[26, 68] retweet, tweet, URL, hashtag  cosine similarity TF-IDF threshold, ADO unweighted edge union
L, hashtag, ima
[29] :L\::et, URL, hashtag, image, cosine similarity TF-IDF threshold unweighted edge union connected components
[49] rerwe-et, URL, hashtag, temgora.l weighted Generalized Leiden
mention cardinality
[46] retweet, text, URL, reply cardinality EDO multigraph connected components
[70] URL, hashtag cardinality EDO multi-view clustering
[71] URL, hashtag, mention cardinality EDO multi-view clustering
[90, 92] URL, hashtag, mention cardinality EDO sum cardinality
[79] URL, hashtag, mention, reply, cosine similarity TF-IDF threshold, EDO Generalfzed Louvain,
retweet Generalized Infomap
[94] URL, tweet cardinality, cosine similarity threshold, EDO unweighted edge union Louvain

+ EDO: evenly distributed overlapping time window, ADO: action-driven overlapping time window. & IPVC: iterative probabilistic voting consensus

4.1.4 Community discovery. This step aims to detect a set of coordinated communities P = {P;, ..., P,} via commu-
nity discovery on the coordination network. Multiplex networks are either flattened before performing community

discovery [140, 141] or an algorithm suitable for multiplex networks is used [72, 125].

Implementation. Most of the works dealing with single layer networks carry out community discovery with Lou-
VAIN [15, 16, 23, 45, 55, 57, 59, 60, 63, 88, 89, 93-95, 97, 135, 153], or more broadly via modularity clustering [17]. Other
recent works relied on LEIDEN [2, 96, 111, 125, 133]. Among the advantages of these approaches is their scalability,
which makes them suitable for the analysis of large networks. In addition, modularity clustering provides a hierarchi-
cal community structure, allowing for analyses at different levels of granularity. The authors of [98, 124] combined
community discovery via LouvaIN with the iterative application of a progressively increasing edge weight filtering
threshold on the coordination network. As a result of the moving threshold, they studied how the structure and the
properties of the coordinated communities change across the whole spectrum of coordination. Moreover, the moving
threshold implicitly defines a measure for the extent of coordination observed at each iteration, for each coordinated
community, thus providing a continuous score of coordination rather than a binary label. Others proposed a variation
of focal structures analysis to identify influential sets of nodes in a coordination network [140, 141].

An alternative to community discovery is the application of a particularly restrictive set of filters that results in
splitting the coordination network in multiple connected components [13, 14, 19, 29, 39-42, 46, 47, 102, 103, 107, 109,
117, 118, 143, 147, 152]. Since each component is disconnected from the others, this process essentially produces an
output that is similar to that of community discovery, in that it identifies groups of connected and highly coordinated
users. However, the application of very restrictive filters also discards much of the coordination network [98].

The works presented in Table 5 performed community discovery on a multiplex coordination network. Some authors
reduced the complexity of dealing with multiplex networks by flattening them into single layer networks where nodes
and edges are the union of the nodes and edges of each layer. Flattened networks can be either weighted [92] or
unweighted [26, 29, 68, 94], with the latter resulting in the loss of some information. Alternative approaches involve
representing the multiplex network as a single-layer multigraph with labeled parallel edges [46], leveraging multi-view
clustering to combine different network layers [70, 71], or applying LoUVAIN on each layer and an iterative probabilistic
voting consensus algorithm to achieve consensus clustering [30]. Only a couple of works exploit the multiplex version

of LEIDEN [69], INFOMAP [79], and LouvaIn [79], fully exploiting the multimodal structure of the coordination network.
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Table 6. Network science methods for detecting coordinated behavior based on content networks, where nodes are posted contents
and edge weights encode the similarity between the linked contents. For each group of works we report the types of content, similarity
functions, filtering criteria, and the community detection methods.

reference nodes similarity filters’ community detection

[4] texts cosine similarity TF-DID

[62] texts text similarity scores threshold loose strict campaign, cohesive campaign
[136] texts, hashtags cosine similarity, cardinality EDO, threshold hierarchical clustering

[23, 141] hashtags cardinality threshold Louvain

[21, 22] cashtags cardinality threshold

[97] images Euclidean distance kNN graph Louvain

[1] comments message similarity Louvain

T EDO: evenly distributed overlapping time window

4.1.5 Content networks. A few works built and analyzed networks of content rather than users. After selecting the
initial set of users, these methods build a fully connected network where the nodes are contents posted by the users
(e.g., posts) and edge weights are proportional to the similarity between the linked contents. The community discovery
process on a content network yields clusters of highly similar contents, regarded as proxies for coordination. User and
content networks are interchangeable because each node in a user network can be mapped to the content they published,
and each node in a content network can be mapped to its respective author, allowing for a dual representation of the
same underlying actions. The main characteristics of the works based on content networks are reported in Table 6. Some
works built and analyzed content networks where the nodes were Twitter cashtags [22], or hashtags [23, 141]. Edge
weights were given by the number of co-occurrences of the cashtags and hashtags in the same tweets. The analyses
revealed suspicious clusters of contents that were later linked to online manipulations by coordinated actors. Other
works created a network of similar texts [4, 62] or comments [1] published by multiple users. Lee et al. [62] identify
clusters through connected components and maximal clique analysis. Similarly, [136] constructed two content networks:
one for copypasta tweets, clustering coordinated actors via hierarchical clustering, and another to analyze the temporal
evolution of co-occurring hashtags. [97] built an image similarity network by computing image embeddings and using

Euclidean distance for comparison, then applied LoUVAIN to detect groups of similar images.

4.2 Data mining and machine learning methods

Methods in this category follow the typical knowledge discovery in databases (KDD) analytical process, involving data
collection and preparation, application of data mining and machine learning techniques, validation of the discovered
patterns, and extraction of insights by interpretation of the results. The types of analyzed data include texts [5, 6, 10, 104,
110, 119, 120], images [119], audio [81], interactions [53, 77, 78, 114, 122, 132, 149-151], and temporal data [11, 38, 56].
In terms of machine learning techniques, some works leverage unsupervised approaches (see Table 7) and focus on
identifying groups of users exhibiting similar behaviors, while others rely on the availability of labeled data and apply
supervised techniques (see Table 8). These supervised approaches can be further distinguished by their prediction target,
namely user (individual account classification), community (groups of users), network (entire interaction graphs), target

(entities targeted by coordinated actions).

4.2.1 Unsupervised. Unsupervised methods work with unlabelled data and, therefore, do not exploit any knowledge
on the membership of users to coordinated groups. Multiple unsupervised methods [5, 6, 104, 119, 120] are based on
stream clustering algorithms, designed to group similar textual documents into micro-clusters that represent the topics
recently discussed in the stream. The detection of rapidly growing clusters of documents is used to identify inorganic or

orchestrated campaigns by coordinated users. This approach is conceptually similar to the analysis of a content network
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Table 7. Data mining and machine learning methods, based on unsupervised learning for detecting coordinated behavior. For each
group of works we report the input types, the machine learning approach, and whether the method takes time into account.

reference input machine learning approach time
[5,6,104,120] text streams text stream clustering v
[119] text streams, image captions text stream clustering v
[10] text, user-content network clustering of text and node embeddings v
[56] daily tweeting activity expectation-maximization v
[122] hashtags peak detection v
[11] account creation timestamps burst detection v
[77] user activities contrast pattern mining v
[78] user activities convergent cross mapping v
[31,32] URL, hashtag, image, mention networked Markov chains v
[114] user activities temporal point processes, gaussian mixture models v
[150] user activities temporal point processes, expectation-maximization v
[53] user activities Petri net v
[108, 149] user activities outlier detection v
[52] text, posting time text similarity, timings of campaign launch and posting tweets v
[116] hashtags bayesan model

[132] user activities cluster interactions networks

[61] mention cluster interactions networks

[123] URLs exploratory analysis

Table 8. Data mining and machine learning methods, based on supervised learning, for detecting coordinated behavior. For each
group of works we report the input types, the machine learning approach, whether the method takes time into account, and the
prediction target.

reference input machine learning approach time  target
[151] user activities representation learning, conditional embedding, neural encoding v user

[38] network, temporal, semantic features outlier detection v network
[110] text peak detection, multiclass classification v community
[105] user activities classifier v user, target
[81] metadata, audio transcripts, thumbnails ensemble classification target

[3] user activities random weighted walk network
[82] co-retweet network graph neural network community
[54] retweet retrieval-augmented generation network
[86] network, text graph neural network user

of similar documents that includes a time-based filter. A similar approach is also used in [10], where text and node
embeddings are clustered via DBSCAN. In [116], hashtags used by different users are leveraged to perform clustering
via a Bayesian model. In contrast, [61, 132] apply clustering on interaction networks, such as the mention network [61],
or more comprehensive networks incorporating mentions, replies, retweets, textual content, and hashtags [132]. Keller
et al. [56] modeled user daily tweeting activity with a binary matrix whose cells x;; = 1 represent a user u; who
tweeted at least once on day ¢, while cells x;; = 0 indicate no tweeting on that day. Then, groups of users with similar
tweeting behaviors are found via expectation-maximization. Here, highly similar tweeting behaviors are considered as
a proxy for coordination. Others modeled the sequence of user activities as temporal point processes. Sharma et al.
[114] proposed the AMDN-HAGE generative model to jointly account for user activities and hidden group behaviours.
The ATTENTIVE MIXTURE DENSITY NETWORK (AMDN) component models observed activity traces as a temporal
point process, while the HIDDEN AccounT GrouUP EsTiMATION (HAGE) component models user groups as mixtures
of multiple distributions. The synchronized groups detected by AMDN-HAGE are deemed coordinated and assumed
to be malicious. Similarly, Zhang et al. [150] jointly learned a distribution of user-group assignments based on how
consistent each assignment is to the user embedding space and to some prior knowledge such as temporal logic. Finally,

they used expectation-maximization to cluster the users according to the different distributions.
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Other works proposed simpler methods or indicators as signals of possible coordinated behavior. Bellutta and Carley
[11] analyze account creation times under the hypothesis that accounts involved in coordinated malicious activities
tend to be created in bursts. They computed the daily histogram of account creations to which they applied a burst
detection algorithm, identifying spikes in account creations by comparing the number of accounts created in a given
day against the average number of daily accounts created in a reference time window. Another simple unsupervised
technique is proposed in [122], where coordination is measured as the extent to which users converge—spontaneously
or in an organized fashion—on the use of certain hashtags. The Gini coefficient, an indicator of inequality, is applied to
the distribution of used hashtags to create time series where saddles close to 0—indicative of low inequality—correspond
to no coordination whereas peaks close to 1—indicative of a situation where all users use the same few hashtags—
correspond to strong coordination. Two alternative techniques are proposed in [77] and [78]. The former leverages
contrast pattern mining to extract anomalous behavior, while the latter uses convergent cross mapping to discover
cause-and-effect relationship and to construct an influence network. Similarly, [31, 32] use a discrete-time stochastic
model to analyze coordinated activity, representing the user behaviors as interacting Markov chains. In [53] social
media interactions are modeled as Petri nets, while in [108, 149] coordination is detected by identifying anomalies in

account sharing behavior. In [123] an exploratory analysis is conducted on YouTube links shared on 4chan.

4.2.2  Supervised. Supervised methods can be categorized based on their prediction target, leading to approaches that
operate at the user, community, network, and target levels.

User. Zhang et al. [151] tackles a binary classification task to distinguish between coordinated and non-coordinated
users that participate in cross-platform campaigns. They leverage information from an aid platform where coordinated
users are known, to detect unknown coordinated users on a target platform. Input data consists of a known coordinated
activity set on the aid platform, plus unknown user activities on the target platform. The relationship between the two
activities are modeled with neural time series encoders before being fed to a multi-layer perceptron for prediction.
In [105] traditional classifiers (e.g., Random Forest) are employed on user- and content-level engagement features to
address to detect both coordinated users and content targeted by coordination. In [86], a similarity network is built
following [68], and multimodal node embeddings—combining one-hot features and text—are fed into a GNN to classify

users as information operation drivers or legitimate accounts.

Community. Saeed et al. [110] focused on attributing coordinated hate attacks to the communities that organized
them. A peak detector identifies an abrupt rise in the comment activity of a YouTube video, a signal of a coordinated
attack. Then, it leverages a trained classifier based on linguistic features from the comments to the video and a set of
Reddit and 4chan communities, identifying the community responsible for each attack based on linguistic patterns and

similarities. In [82], a graph neural network model is exploited to recognize normal and abnormal communities.

Network. A simpler approach is proposed in [38], where a small expert-labeled ground truth of organic and inorganic
campaigns is used to characterize campaigns along network, temporal, and semantic dimensions. Unknown campaigns
are then labeled as coordinated if their indicators fall within the 95% confidence interval of inorganic campaigns and
outside that of organic ones. In [3] a graph classification method based on random weighted walks leverages the density
of local network structures to distinguish coordinated from non-coordinated networks. Kanakaris et al. [54] model
retweet networks as propagation trees, encode them into text via graph prompting, and combine them with content and
similarity-based examples in a RAG framework, enabling an LLM to classify coordinated disinformation campaigns.
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Target. In [81], authors propose a system to predict YouTube videos likely to be targeted by coordinated hate attacks,
using features from metadata, transcripts, and thumbnails, and an ensemble classifier trained on previously raided

videos. As previously discussed, the approach in [105] operates at both the user and target levels.

4.3 Discussion

4.3.1 Modeling complex coordination. In Section 2 we highlighted that coordinated online behavior is complex and
multifaceted, often involving various actions across multiple platforms. Consequently, methods that analyze only a
single type of action—particularly single-layer network approaches—risk missing significant coordination activities. To
address this limitation, using multiplex networks and compound actions can offer more comprehensive insights. The
network science framework presented in Section 4.1 supports both single- and multi-layer (i.e., multiplex) networks.
However, few studies considered multiple co-actions and built multiplex networks, as summarized in Table 5. Moreover,
to fully leverage the benefits of multiplex networks, these should not be flattened before running the community
detection algorithm, which must be specifically designed for multiplex networks so as to utilize the multiple layers
effectively [72]. Unfortunately, only a few studies possess these characteristics [26, 30, 68, 70, 92], making the analysis
of coordinated behavior across multiple actions a largely unexplored area of research. Compound co-actions, combining
simpler actions (e.g., a post with both a hashtag and user mention), can enhance detection confidence because they are
less likely to occur by chance [71]. However, this approach is also almost completely unexplored. In conclusion, too
little research has been conducted so far on using multiple co-actions for detecting coordinated online behavior, leaving
the actual advantages of these methods over single-action analysis unclear. Moreover, any potential benefits must be

weighed against the increased complexity and computational costs that they introduce.

4.3.2  Network science vs. machine learning. Most methods for detecting coordinated behavior rely on network science,
offering greater generality and expressiveness than machine learning approaches. They effectively model complex
interactions and relationships, capturing varying degrees of coordination [98], tracking temporal changes [125], and
providing detailed characterizations of coordinated groups [124]. The disadvantage is the computational cost of analyzing
large networks and the requirement for human analysts to interpret results, making them less suitable for being directly
used in automatic decision making systems. A further drawback is their sensitivity to specific parameters, such as those
defining the way in which the timings of user actions are modeled [139], which can significantly impact the obtained
results and for which few guidelines currently exist [93, 125]. Instead, data mining and machine learning methods
often rely on oversimplified assumptions, such as the existence of a sharp binary distinction between coordinated
and non-coordinated actors, which overlooks the nuanced nature of online coordination. This binary approach can
undermine the theoretical and practical reliability of results. Furthermore, these methods face limitations due to the
lack of comprehensive labeled datasets needed for training effective models. Despite these challenges, machine learning
methods excel in encoding diverse actions and characteristics of users, and offer outputs that are directly applicable
for automatic decision-making systems, unlike the more complex network science methods. In conclusion, network
science methods are particularly suitable when the goal is an in depth understanding of the studied phenomenon, while

machine learning methods can be used—with due caution—for quick decisions and when scalability is a concern.

4.4 Validation

The scarcity of labeled data limits the development of coordinated behavior detection methods. This constraint hampers

the adoption of supervised approaches, contributing to the predominance of unsupervised techniques, and complicates
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both model tuning and evaluation. As a result, many methods are still assessed through post-hoc analyses rather than

standardized quantitative benchmarks. To address this challenge, existing works adopt three main validation strategies.

Characterization-based validation. A common approach consists in validating methods through qualitative or descrip-
tive analyses of the detected behaviors. In this setting, outputs are assessed a posteriori by examining account activity,
temporal patterns, content and socio-linguistic signals, and network structure, to verify their consistency with known
characteristics of coordinated behavior. While this strategy enables exploratory insights, it lacks objective ground truth

and limits reproducibility and comparability across methods. Section 5 is dedicated to the task of characterization.

Public ground-truth datasets. Publicly available datasets can act as ground truth proxies, with some studies constructing
balanced datasets from authoritative repositories’ enabling both training [68] and evaluation [17, 53, 65, 69, 77—
79, 86, 89, 97, 102, 105, 114, 116, 133, 149, 150] of detection methods. However, these datasets are often limited to specific

platforms and coordination types, restricting model generalization.

Simulation-based validation. An alternative strategy consists in evaluating detection methods in controlled simulated
environments, where coordinated behaviors can be explicitly modeled. Early approaches rely on agent-based models
grounded in empirical observations. For instance, Mehta et al. [83] develop a multi-agent simulation of Reddit to
analyze the impact of coordinated activity on recommendation systems, while Jahn et al. [51] design an agent-based
model with heterogeneous agents (e.g., authentic users and coordinated boosters) to generate synthetic data. Other
approaches generate synthetic datasets by injecting controlled anomalous patterns to enable systematic evaluation
across coordination scenarios [104, 153]. Recent work explores large language models (LLMs) to simulate more realistic
and adaptive behaviors. For instance, in [99] LLM-driven agents are used to mimic both organic users and coordinated
actors under different regimes, from implicit alignment to explicit collaboration. Overall, simulation-based validation

offers a flexible framework, though current efforts remain limited in scale and standardization.

5 Characterization of coordinated behavior

When the coordination detection method is not integrated into an automated decision-making system, its output may
initiate the characterization task. The aim of this task is to describe each coordinated user, group, or community along
one or more of the defining dimensions outlined in Section 2.5. Characterizing the detected instances of coordination
can also provide valuable information for validating detection results, especially in the absence of ground truth data.
Characterizing coordinated online behavior is a semi-automatic task, as it involves some degree of manual analyses
and observations by human analysts supported by automatically computed indicators that provide information on
the coordinated actors. Table 9 summarizes the main indicators used for characterizing coordinated actors, whose
discussion is presented in the remainder of this section. Indicators in the table are grouped based on the information
they leverage, which can be related to (i) users, (ii) content, or (iii) networks, a distinction that has also been adopted in
related analyses of bots [91]. The table also highlights the dimensions of coordination that each indicator addresses.
Full dots indicate dimensions where the indicator has already been applied, while empty dots denote dimensions where

it has potential use that has not yet been explored.

5.1 Authenticity

Authenticity refers to the extent to which users, groups, or communities correctly represent themselves to others on a

platform. As a consequence, inauthenticity is found when an actor misrepresents itself, such as to mislead others on
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Table 9. Indicators used for characterizing coordinated behavior. For each group of indicators we report the works that used them, the
high-level concept implemented, and the defining dimensions of coordination for which the indicators provide @, or could provide O,
information. Table rows are grouped based on the type of information (i.e., user, content, network) leveraged by the indicator.

defining dimensions

i s auth. harm. orch. time other

reference pt indi
[6, 11, 16, 23, 25, 45, 48, 88, 90, 92— .
94, 98, 100, 101, 124, 141, 153] automation bot scores [
§ (25, 47, 48, 62, 63, 88, 93, 98, 112, 114, 124, moderation suspended users o O
3 147,150
[93] username diversity entropy [ ] O
[12, 59, 82, 112] activity account creation burstiness [ [ J
Ez’! 212535?5132?,15327‘ 51(;'57’ 62,107, 112, 113, activity number of posts, retweets, ... o O
[107, 132, 135] engagement number of views, likes, ... [ ] [ ]
[4, 13, 16, 52, 59, 100, 145] timings action time interval O O e e
(11, 12, 14, 19, 22, 23, 26, 29, 55, 56,59, 78, attitudes, concerns, emotions, stances,
88, 89,93, 95,98, 110, 114, 118, 132,135, socio-linguistics " W’ords ’ ’ ’ [ ] o e
1 137, 140, 141, 144, 150, 150] PICs,
§ [52, 89, 140, 141] repetitiveness text similarity scores [ ] o O [ J
S [125,136] socio-linguistics  topic and hashtag evolution [ ] o o
[15, 42] news diversity entropy, Gini coefficient O O e
[11, 19, 41, 137] news reliability suspended and blacklisted URLs [ ] O
[10, 11, 19, 107, 118, 124, 145] news reliability NewsGuard and MBFC scores [ ] O
[48,82] manipulation propaganda scores [ ] O
[29, 64, 110] offensiveness toxicity scores [ ] O
[60, 64, 98, 124, 125] political bias MBECT scores, hashtag bias o o
[19] fake content Al-generated [ ]
[16, 17, 48, 60, 64, 82, 88, 89, 92, 93, 98, 124] coordination edge weights e O o
-‘g E;i’]zi 21, 42, 46, 58, 60, 61, 88, 89, 94, 100, influence centrality scores ® O
g [17, 22, 88, 98, 144] homophily assortativity { ] O
= [17, 25, 42, 46, 58, 60, 88, 89, 94, 97, 98, 118] cohesiveness clustering coefficient, modularity, density ( ] O
[63, 125] stationarity user influx and outflux, user evolution [ ]

T: Media Bias/Fact Check

who they are or what they do. In other words, authenticity is a property of the actors. In literature, the most common
proxy for inauthenticity is an account’s degree of automation, obtained via a bot score [6, 11, 16, 23, 25, 45, 48, 88, 90, 92—
94, 98, 100, 101, 124, 141, 153]. By definition, social bots are accounts that make use of some or full automation. Thus,
accounts with a high bot score are likely to be mostly automated. Unfortunately however, while useful, the use of
bot scores as indicators of inauthenticity faces some limitations. First, computing bot scores is a challenging task per
se, and it is prone to errors [91]. Second, not all bots are inauthentic, as there exist some types of self-declared bots
that operate for neutral or benign purposes. Finally and most importantly, there exist multiple types of users that are
inauthentic but that do not make use of automation (e.g., trolls, dissidents). Therefore, using bot scores as indicators of
inauthenticity can cause both false positive and false negative errors. In addition to bot scores, some also used username
similarity [93] and bursts of account creations [12, 59, 82, 112] as proxies for inauthenticity. Table 9 also shows that the
few existing indicators of inauthenticity are all based on user information. While this is expected since authenticity
is a property of the actors rather than their actions, we also note that extremely short time intervals between user

actions [4, 13, 16, 52, 59, 100, 145] could be used as a red flag of automation and, by extension, also of inauthenticity.

5.2 Harmfulness

Harmfulness measures the extent to which the actions of the coordinated actors can potentially cause negative
consequences. Hence, the analysis of the actions can provide valuable information about the intent, or potential, for
harm of the coordinated actors. The production or re-sharing of content (e.g., text, images, links) is the most information-

rich type of action and, in fact, nearly all indicators of harmfulness in Table 9 are derived from the analysis of content.
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Traditional NLP methods are used to analyze attitudes, concerns, emotions, stances, topics, hashtags, and words, as these
provide useful insights into the intent and aims of coordinated actors [11, 12, 14, 19, 22, 23, 26, 29, 55, 56, 78, 88, 89, 93, 95,
98, 110, 114, 118, 132, 135, 137, 140, 141, 144, 150, 150]. For instance, certain words, negative emotions, and stances can
amplify social discord and polarize public opinion. The prevalence of these indicators is largely due to the abundance of
readily available tools and their ease of application. However, these indicators are often quite generic and consequently
lack substantial power and informativeness. Text similarity scores were also used to identify harmful campaigns that aim
to create false consensus through repeated sharing of similar posts [52, 89, 140, 141]. Other straightforward indicators
of harmfulness are those based on the presence of toxic (i.e., hateful or offensive) [29, 64, 110] or propagandistic [48, 82]
content. A different line of work measured harmfulness in terms of the unreliability of the news shared by coordinated
actors, which was measured via NewsGuard’s® reliability ratings and Media Bias/Fact Check® factual reporting and
credibility ratings [10, 11, 19, 107, 118, 124, 145]. Others measured unreliability in terms of suspended and blacklisted
URLs [11, 19, 41, 137]. The fraction of coordinated users that were suspended or banned by a social platform has been
extensively used as an indicator of harmfulness [25, 47, 48, 62, 63, 88, 93, 98, 112, 114, 124, 147, 150]. Finally, the use
of Al generated content may be a signal of potentially harmful activity [19]. This stands out as the only indicator of
harmfulness based on user, rather than content, information. However, we note that harmfulness indicators based on
content moderation lack predictive capabilities and can only be used retrospectively, since moderation actions typically

occur some time after the account have engaged in the harmful activities.

5.3 Orchestration

Orchestration expresses the extent to which the coordination is well-organized, rather than spontaneous and emer-
gent. Since orchestration reflects the level of organization among coordinated actors, its indicators are derived
from coordination networks (Table 9) and typically computed after network-based detection. High coordination
scores are used as proxies for orchestration, under the assumption that tightly synchronized groups are more orga-
nized [16, 17, 48, 60, 64, 82, 88, 89, 92, 93, 98, 124]. Centrality scores measure node importance within a network or
community. Highly central nodes have a greater influence on the dissemination of information, and their presence in
coordinated communities may indicate a structured hierarchy [18, 25, 27, 42, 46, 58, 60, 88, 89, 94, 100, 135]. Conversely,
assortativity is a measure of homophily in a network. Measuring assortativity can help determine whether coordinated
behavior is orchestrated or spontaneous by assessing the extent to which highly connected nodes tend to connect with
other highly connected nodes [17, 22, 88, 98, 144]. For example, high assortativity between nodes with large degree might
indicate a centralized orchestrated structure. Instead, high assortativity between nodes with low degree might indicate
decentralized orchestration, while low assortativity or disassortativity might indicate spontaneous behaviors. Likewise,
low modularity, high density, or high clustering coefficient indicates a tendency for nodes to form tightly-knit groups,
suggesting well-organized and potentially orchestrated behavior [17, 25, 42, 46, 58, 60, 88, 89, 94, 97, 98, 118]. Finally, the
time intervals between the actions of coordinated actors can provide information on whether the coordinated behavior
is orchestrated or spontaneous because tightly synchronized actions suggest a higher level of premeditated organization,
whereas more irregular intervals might indicate spontaneous, less structured coordination. The study of the internal
structure and organization of coordinated communities is also relevant for investigating the diverse strategies of online
manipulation. Organized influence campaigns often unfold in distinct ways: some aim to mobilize pre-existing organic
communities, leveraging existing social ties and trust, while others seek to establish new communities controlled by a
8https://www.newsguardtech.com/ (accessed: 28/07/2026)
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central entity [121]. Additionally, organic communities can emerge from grassroots efforts, where users are genuinely
motivated by a common goal without external orchestration. These different strategies leave “network footprints” that

can be captured by orchestration indicators [17].

5.4 Time-variance

Time-variance indicators aim at quantifying temporal changes in a wide array of characteristics of the coordinated
actors. These include the number, intent, and behavior of the actors, which may result in changes in the types, timing,
frequency, and intensity of their actions. Many measures can serve as time-variance indicators, including the indicators
previously discussed for the dimensions of authenticity, harmfulness, and orchestration. Indeed, as shown in Table 9, all
indicators for authenticity, harmfulness, and orchestration can potentially be analyzed over time, even if they have
not been already studied in this way yet. However, utilizing a measure as a time-variance indicator requires repeated
and extended monitoring to detect possible changes over time. This requirement for prolonged monitoring poses
an additional challenge compared to other types of indicators, which explains the scarcity of studies that employed
time-variance indicators or that investigated the temporal dynamics of coordinated behavior [125]. The few existing
detailed temporal analyses examined user flows between coordinated communities or the variation of users between
different time windows [63, 125]. Other temporal analyses of user activity can involve examining bursts of account
creations [112], abnormal post or retweet volumes [14, 22, 23, 39, 52, 56, 57, 62, 107, 112, 113, 122, 133, 135, 137, 141], or
inflated engagement metrics, such as the number of views [107, 135]. The analysis of topics and hashtags over time can
reveal the evolution of the narratives promoted or discussed by the coordinated actors [125, 136]. The timing of the
actions, such as the intervals between pairs of actions that result in a co-action, can provide insights into the type of

coordination and strategies employed, which may evolve over time [13, 16, 100].

5.5 Other general indicators

In addition to the indicators that provide information about the four defining dimensions of coordinated behavior, other
general-purpose indicators have also been used. These come in handy to provide additional context on the coordinated
behavior and may be particularly relevant depending on the application context, as in the case of the indicators
of political polarization or bias that are used to characterize coordinated communities involved in online electoral
debates [60, 64, 98, 124, 125]. Political bias was computed based on MBFC scores or by leveraging hashtag polarity.
Analyses of the level of activity of coordinated actors on a platform [14, 22, 23, 39, 52, 56, 57, 62, 107, 112, 113, 122, 133,
135, 137, 141], of the engagement they obtain [107, 135], or of the content they produce, can provide additional contextual
information. Regarding the latter, standard socio-linguistic analyses were used to draw insights into the narratives
and stances of coordinated actors [11, 14, 22, 23, 56, 59, 88, 89, 93, 95, 98, 110, 114, 118, 125, 135-137, 140, 141, 150, 150].
Similarly, others considered the diversity of the news shared by the coordinated actors [15, 42] or assessed the presence
of patterns in the timings of their actions [13, 16, 52, 100]. Finally, acknowledging that coordination is a nuanced
and non-binary concept, some studies computed coordination scores, for example based on the edge weights of the
coordination network [16, 17, 48, 60, 61, 64, 88, 89, 92, 93, 98, 124].Analyzing the degree of coordination helps reveal

the level of collaboration, influence, and effectiveness of collective actions within a group.

5.6 Compound indicators

While the previous discussion considered indicators individually, combining multiple indicators can provide deeper

insights by capturing complex interactions. For instance, studies [17, 48, 88, 98, 124] analyze trends and correlations
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across dimensions such as coordination, propaganda, moderation, cohesiveness, and automation, showing that coordi-
nated communities can exhibit distinct behaviors. They also highlight that relying on a single indicator may lead to
unreliable assessments, emphasizing the importance of compound indicator approaches [48]. Similarly, others consid-
ered the interplay between coordination, toxicity, and political bias [64]. In [124], a comprehensive characterization
of coordinated communities is proposed using multiple indicators, including coordination, automation, suspensions,
news unreliability, and political bias, visualized via radar charts. Higher scores—and thus larger chart areas—indicate
more suspicious behavior, making the radar area a compound indicator of suspiciousness. This approach highlights the

potential of combining multiple indicators, an area that remains largely underexplored.

5.7 Discussion

Table 9 shows that many and diverse indicators are used to measure harmfulness. These include indicators of hate speech,
toxicity, and propaganda, as well as indicators based on platform moderation decisions. Conversely, inauthenticity
has only been examined through the lens of automation, despite being the focus of many works. From a practical
standpoint, understanding the authenticity of an account is inherently more challenging than assessing its harmfulness,
as authenticity pertains to the nature of the actors rather than their actions. Many online platforms afford users a
significant degree of anonymity, making it difficult to verify their true identities. In contrast, many actions performed
online leave unforgeable traces, which can be more easily analyzed to determine harmful behavior. Despite the challenges
however, future work should focus on developing additional indicators of authenticity. Among the untapped sources of
information are the completeness and credibility of the user profile, the regularity of activity patterns, the duplication or
repetitiveness of posted content, the lack of consistency in language or interests, the authenticity of posted multimedia
content, the cross-platform consistency of profile and behavior, the similarity of profile and behavior to that of previously
moderated accounts, and the verification status, which however should be evaluated differently depending on whether

such status can be purchased on the analyzed platform.!
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6 Open challenges and future research directions

Multiplatform-ness. Some coordinated campaigns unfold simultaneously on multiple platforms, resulting in multiplatform
coordinated behavior [142]. These campaigns exhibit overall similar behaviors, such as the use of campaign-specific
hashtags, with minor variations between platforms. In contrast, cross-platform campaigns involve different platforms
playing distinct roles, with coordinated behavior varying significantly across the involved platforms. For example,
organizers of a targeted hate attack might use private groups on a messaging platform to plan their actions before moving
to the target platform to flood it with hateful comments [52]. Detecting coordination on the planning platform might
involve analyzing group joinings, while on the target platform it could involve examining synchronized commenting.
The example highlights the challenges of multi- and cross-platform analyses, which require extensive data collection,
careful selection of actions or machine learning features for each platform, and identification of the same groups of users
across multiple platforms. While the latter can be mitigated via the analysis of content rather than user networks—as
discussed in Section 4.1.5—the remaining outstanding challenges result in a scarcity of multi- and cross-platform
analyses. Figure 10 shows that most studies analyzed coordinated behavior on Twitter/X, with only a few multiplatform
analyses [10, 30, 49, 52, 79, 95, 96, 107, 110, 151], highlighting that this area still necessitates much investigation.

Temporal variability. Most studies on coordinated behavior incorporate time to some degree, as shown in Tables 3, 7, 8,
and 9. However, the majority of such works only perform superficial temporal analyses. Figure 11 highlights that only a
few works have deeply investigated the temporal dynamics of coordinated behavior, using methods like multiplex tem-
poral networks [125] and temporal point processes [114, 150]. Thus, analyzing temporal dynamics remains a promising
yet relatively unexplored research avenue. Temporal analyses offer numerous advantages, including examining (i) the
temporal stability of coordinated groups, (ii) changes in membership, structure, and actions, and (iii) adaptation to
countermeasures or other stimuli [43]. Further, dynamic analyses seem to yield more accurate results compared to
static ones [125]. However, this approach faces several challenges, such as setting appropriate temporal parameters and

addressing the computational demands resulting from the time-intensive nature of dynamic analyses.

Heterogeneity. The great degree of heterogeneity inherent of coordinated behavior does not only manifests through
temporal variations, but also through the multitude of characteristics that the different instances of coordinated
behaviors exhibit. Figure 11 shows the distribution of studies that addressed specific types of online coordination, based
on the defining dimensions introduced in Section 2.5. As shown by the vertical bars, coordinated harmful inauthentic
and orchestrated behavior is the type of coordination that was studied the most. As discussed in Section 2, this is due
to both practical reasons related to the urgency of contrasting online manipulations, as well as to the large body of
work that adopted Facebook’s initial Definition 2.3 of coordinated inauthentic behavior. Almost all the other remaining
combinations involve harmful behavior and static analyses. Figure 11 also shows that authentic spontaneous and harmless
coordinated behavior is completely unstudied. While harmful, inauthentic, and orchestrated behaviors are of particular
practical relevance for content moderation purposes, the study of harmless, authentic, and spontaneous coordination
should not be overlooked as it provides valuable insights into fundamental aspects of online human interactions.
Therefore, the analysis of the less problematic forms of online coordination should be increased in the near future.

Multimodality. Online coordination can involve multiple content modalities, such as text, images, and videos. This
diversity of content types adds complexity to detecting and analyzing coordinated behavior, as each modality has
unique characteristics requiring different analytical techniques. For instance, text-based coordination might involve
analyzing text similarities or hashtags use [25, 135, 137]. Image-based coordination could require image recognition
10]ink.gale.com/apps/doc/A746844400/AONE (accessed: 28/07/2026)
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tasks or computing image similarities [40, 101, 147], while video-based coordination demands techniques like video
content analysis and transcript examination. As shown in Tables 2, 6, 7, 8 however, only a handful of works investigated
modalities other than text [40, 81, 97, 101, 117, 147]. Accounting for and integrating different modalities offers the
potential to capture a more comprehensive picture of coordinated behavior, but also poses new challenges. These
include developing features and methodologies to assess similarities based on multimedia content and addressing
the computational demands of multimodal analyses. Nonetheless, given the rising trend of online platforms centered

around multimedia content, multimodal analyses appear promising and well motivated.

Generative Al The rise of generative Al presents both challenges and opportunities. One potential challenge is the
increased difficulty in detecting coordinated actors that use such techniques to mask their activities. Al is already capable
of producing human-like text with given properties, and increasingly also images, audio, and video [19]. Moreover, it
has already been used to simulate authentic online human behaviors in such a way as to evade detection by existing
systems [91]. Progress in generative Al could thus make it harder to detect future instances of coordinated behavior or
to assess the authenticity of coordinated actors. However, it is still unknown what the effect of these techniques will
be on the landscape of online coordination. At the same time, as discussed in Section 4.4, recent work has begun to
explore LLM-driven agents to simulate coordinated behavior in controlled environments [99]. Looking ahead, these
approaches could enable more realistic and scalable simulations, supporting the development and stress-testing of
detection methods. However, the use of LLMs in this context is still in its early stages, and a systematic understanding

of their capabilities and limitations for modeling coordinated behavior is currently lacking.

Scalability. Large-scale coordinated campaigns can involve tens of thousands of users and millions of interactions,
posing significant computational challenges, especially for methods based on pairwise user similarities. As a result,
some studies analyze only a small fraction of data—sometimes as little as 1% [27, 98]—limiting reliability. Future efforts
should focus on increasing the scalability of current detection methods to handle the vast amounts of data generated
by large-scale campaigns. Possible solutions to this issue can include the use of approximation algorithms to obtain
near-accurate results with reduced computational complexity, or sampling techniques to select representative data
subsets. Additionally, online algorithms can update results incrementally as new data arrives, while graph summarization

techniques can condense large networks while preserving key structural properties.

Validation and formalization. As discussed in Section 4.4, current validation strategies only partially alleviate the lack
of labeled data. The challenge of data availability is expected to intensify as access to platform data continues to decline
in the post-API era [128]. Although some works leverage publicly available repositories to construct ground-truth
datasets [17, 68, 79], these resources remain limited in scope, typically focusing on a single platform or a specific
type of coordinated behavior. This restricts the ability of models to generalize across the diverse manifestations of
coordination, such as those illustrated in Figure 6. At the same time, simulation-based solutions are still underexplored
in the coordinated behavior literature [51, 83, 99]. As discussed in Section 2.3, the field lacks a unified and statistically
grounded definition of coordinated behavior, which limits principled validation. A key challenge is to translate existing
operational definitions into formal, testable frameworks, for instance through appropriate null models capturing baseline
behavior. Such models would enable more robust and comparable assessments across datasets and domains. In this
direction, theory-driven approaches offer a promising path, drawing from socio-psychological models of collective

action and the statistical physics of complex networks to develop more general and interpretable frameworks.

Subjectivity. The existence of many indicators of harmfulness—reported in Table 9—is advantageous from a practical

standpoint. However, this multitude of indicators reflects great variability in how harmfulness has been practically
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defined. More broadly, the subjective nature of harmfulness—discussed in Sections 2.4.3 and 2.5.2—presents several
challenges to its assessment. The first of such challenges is the variability with which different stakeholders define
what constitutes harmful behavior, which hinder reaching a consensus on definitions and indicators [28]. Additionally,
perceptions of harmfulness are influenced by cultural and social norms, which differ across individuals, regions, and
communities. Consequently, what is seen as harmful by some might not be perceived the same way by others. Finally,
assessing harmfulness involves evaluating both the intent behind the actions and their impact. While the impact
can sometimes be measured—as with misinformation that leads to real-world violence [136] or that reduces vaccine
uptake [118]—the intent is often hidden or ambiguous, making it difficult to measure accurately. Given that a certain
degree of subjectivity in the assessment of online coordination is inevitable and bound to persist, future works must

prioritize transparency in defining and implementing it, favoring nuanced analyses based on multiple indicators.

Attribution. Detecting coordination, especially in cases where malicious actors aim to remain hidden, is already
challenging. Attributing these instances to the responsible entities is even more difficult. Attribution does not merely
involve identifying the accounts that take part in the coordination, but most importantly uncovering the entities behind
them—such as movements, organizations, or states—and understanding their goals. Several obstacles hinder this process,
including the anonymity afforded by online platforms and the sophisticated techniques used to obfuscate identities,
activities, and intentions. Potential solutions include strengthening the collaboration with platforms, which have access
to more data than what is publicly visible or available via APIs or scraping. Additionally, advanced forensic techniques
and multidisciplinary approaches that combine technical, social, and behavioral analysis are essential. Despite these

solutions, the task will remain daunting and require continuous research and experimentation.

Multidisciplinarity. The study of coordinated behavior is intrinsically multidisciplinary due to the complex interplay
of technical, social, and regulatory factors involved. This multidisciplinary nature is evident in the diversity of the
studies on the subject, which employ a wide array of methods from multiple scientific communities. For instance,
computer scientists and complex systems scholars develop computational methods to detect instances of coordinated
behavior [71, 124, 141]. Social scientists study the emergent behaviors and interactions that lead to massive online
coordination [23, 60], while political scientists analyze the impact of coordinated campaigns on real-world events, such
as elections [16, 98, 147]. The involvement of media and communication experts in understanding the dissemination of
(mis)information further highlights the multidisciplinary scope [42, 117]. In this context, multidisciplinarity is both a
challenge and an opportunity. Challenges arise from the need to coordinate efforts among various scientific communities
and to organize and keep track of the extensive body of work on the subject—a task for which this survey aims to
provide a contribution. In spite of the challenges however, the comprehensive understanding of the phenomenon and
the effective mitigation of its nefarious instances can only be achieved through the collaboration between diverse

stakeholders, such as scholars, platform operators, policymakers, and civil society organizations.

Ethical dilemmas. Research on coordinated online behavior also faces some ethical dilemmas. The process of
collecting and analyzing online data involves monitoring user interactions and behaviors, which can raise concerns
about surveillance and consent. The inherent subjectivity of coordinated behavior leads to additional challenges, as
certain coordinated actions may be punished on some platforms while being tolerated on others [28], resulting in
imbalanced interventions and potentially unfair decisions. Characterizing coordinated actors further complicates
matters, as this requires assessing the authenticity and harmfulness of actors who might have strong motivations—such
as social and political reasons [59, 122]—for remaining anonymous, raising privacy concerns. Additionally, developing
methods to detect coordinated actors presents risks as these tools could be misused to silence certain groups or minorities,
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thereby selectively threatening freedom of expression. Ultimately, these issues demand that great attention to ethical

and normative considerations should be devoted in future research.

7 Conclusions

Coordination is a fundamental dynamic of human behavior and its study holds great theoretical significance and
numerous practical implications. Theoretically, understanding coordinated online behavior contributes to shedding
light on social dynamics, group formation, and collective action. Practically, this research is pivotal in combating
online manipulations, such as disinformation campaigns and orchestrated hate attacks, and fostering more inclusive
online spaces that promote genuine cooperation and constructive discourse. However, the field faces several significant
challenges, including the complexity of multimodal and cross-platform analyses, the opportunities and perils of
generative Al the scarcity of labeled data, the subjectivity and ethical dilemmas inherent to the evaluation of coordinated
behavior. These diverse challenges, coupled with the broad interest in the topic, highlight the need for multidisciplinary
efforts from diverse research communities. In the coming years, these efforts should aim to develop a comprehensive

array of datasets, methods, and studies to better understand and address this complex and dynamic phenomenon.
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